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Abstract

Online Ensembld_earning

by
Nikunj Chandrakan©za

Doctorof Philosoply in ComputerScience

University of Californiaat Berkeley

ProfessoiStuartRussell,Chair

This thesispresentsonline versionsof the popularbaggingandboostingalgorithms. We
demonstratéheoreticallyandexperimentallythatthe online versionsperformcomparably
to their original batchcounterpartsn termsof classificationperformance.However, our
onlinealgorithmsyield thetypical practicalbenefitsof onlinelearningalgorithmswhenthe
amountof trainingdataavailableis large.

Ensemblelearning algorithmshave becomeextremely popular over the last several
yearsbecausehesealgorithms which generatenultiple basemodelsusingtraditionalma-
chinelearningalgorithmsandcombinetheminto an ensemblenodel, have often demon-
stratedsignificantlybetterperformancehansinglemodels.Baggingandboostingaretwo
of the mostpopularalgorithmsbecausef theirgoodempiricalresultsandtheoreticakup-
port. However, mostensemblalgorithmsoperatan batchmode,i.e., they repeatedlyead
and procesghe entiretraining set. Typically, they requireat leastone passthroughthe
training setfor every basemodelto be includedin the ensemble.The basemodellearn-
ing algorithmsthemselesmayrequireseveralpasseshroughthetrainingsetto createsach
basemodel.In situationswheredatais beinggenerated@¢ontinuouslystoringdatafor batch
learningis impractical, which makesusingtheseensembléearningalgorithmsimpossible.
Thesealgorithmsare alsoimpracticalin situationswherethe training setis large enough
thatreadingandprocessingt mary timeswould be prohibitively expensve.



This thesisdescribesnline versionsof baggingandboosting. Unlike the batchver
sions, our online versionsrequireonly one passthroughthe training examplesin order
regardlessof the numberof basemodelsto be combined. We discusshow we derive the
online algorithmsfrom their batch counterpartsaas well astheoreticaland experimental
evidencethat our online algorithmsperform comparablyto the batchversionsin terms
of classificationperformance.We also demonstratehat our online algorithmshave the
practicaladvantageof lower runningtime, especiallyfor larger datasets.This makesour
online algorithmspracticalfor machinelearninganddatamining taskswherethe amount

of trainingdataavailableis very large.

ProfessofStuartRussell
DissertationCommitteeChair



To my parents.



Contents

List of Figures

List of Tables

1 Intr oduction

2 Background

2.1

2.2

2.3
2.4

3.1
3.2
3.3
3.4

3.5

3.6

BatchSupervisedearning . . . . . . .. ... ... .. ...

2.1.1 DecisionTreesandDecisionStumps. . . . . . .. . ... ... ..
2.1.2 NaiveBayes . ... ... .. . ... ..
2.1.3 NeuralNetworks . . . . . . ... ... .
Ensembldearning . . . . . . .. ... ...
2.21 Motivation . . . . . . ...
2.2.2 Ensembld_earningAlgorithms . . . . ... ... ... . ... ..
OnlineLearning. . . . . . . . . . i i e
OnlineEnsembldearning . . . . . ... ... ... ... .. .......

Bagging

TheBaggingAlgorithm . . . . . . . . ... ... ... ... . .......
Why andWhenBaggingWorks . . . . . . ... ... ... . .......
TheOnlineBaggingAlgorithm . . . . .. . ... ... .. .. .......
Cornvergenceof BatchandOnlineBagging. . . . . . ... ... ... ...
3.4.1 Preliminaries. . . . . .. ... .
342 MainResult. . . ... ... . .
ExperimentaResults. . . . . . . . ... .. ... . ...
351 TheData ... ... ... .. ...
3.5.2 AccuragyResults. . . . ... ...
3.5.3 RunningTimes . . . . . ... ... . ... ...,
3.54 OnlineDataset. . . . ... ... .. .. .. .. ... ...
SUMMANY . . . o e e e e e e e e e

Vi

Xi



4 Boosting

4.1 EarlierBoostingAlgorithms . . . . . .. ... ... ... ... ... ...
4.2 TheAdaBoostAlgorithm . . . . .. ... ... ... .. ... .......
4.3 WhyandWhenBoostingWorks . . . .. ... ... .. . . ...
4.4 TheOnlineBoostingAlgorithm . . . ... ... ... . ... .......
4.5 Corvergenceof BatchandOnlineBoostingfor NaiveBayes . . . . . . ..
451 Preliminaries. . . . ... . ...
452 MainResult. . . ... ...
4.6 ExperimentaResults. . . .. ... ... ... ... ... ... . ... .
46.1 Accuray Results. . . . ... ... ...
4.6.2 Priming . . . .. .. ... e
4.6.3 BaseModelErrors . . . . . . ...
4.6.4 RunningTimes . . . . . . . . .. . ..
46,5 OnlineDataset. . . .. ... ... ... .. ... ... 0....

4.7 Summary .

5 Conclusions

5.1 Contritutionsof thisDissertation. . . . . . . . . . .. . . ... . .....

5.2 FutureWork

Bibliography

65
65
66
70
72
76
77
82
86
87
89
91
96
103
104

106
106
108

111



Vi

List of Figures

2.1
2.2

2.3

2.4

2.5

2.6

2.7

2.8

An exampleof adecisiontree. . . . . .. ... .. .. ... ... ... .. 10
DecisionTreeLearningAlgorithm. ThisalgorithmtakesatrainingsetT’, attribute

setA, goalattribute g, anddefault classd asinputsandreturnsadecisiontree. T;
denoteghesth trainingexample,T; , denotesxample:’s valuefor attribute b, and

T;, 4 denotessxamples’s valuefor thegoalattributeg. . . . . . .. ... .. .. 11
Naive BayesLearningAlgorithm. This algorithmtakesa training setT andat-
tribute set A asinputsandreturnsa Naive Bayesclassifier N is the numberof
trainingexamplesseersofar, N, is thenumberof examplesn classy, andNy,z(a)

is thenumberof examplesin classy thathave z,) astheirvaluefor attributea. . 13
An exampleof amultilayerfeedforwardperceptron. . . . . . . ... ... 14
An ensembl®f linearclassifiersEachline A, B, andCis alinearclassifier
Theboldfaceline is theensemblghatclassifiesnen examplesby returning
themajorityvoteof A, B,andC. . . . . .. ... ... ... ........ 16
BatchBaggingAlgorithm andSamplingwith Replacement?’ is theoriginaltrain-

ing setof N examples,M is the numberof basemodelsto be learned,L; is the
basemodellearningalgorithm,the h;'s arethe classificatiorfunctionsthattake a

new exampleasinputandreturnthepredictedclassfrom thesetof possibleclasses

Y, random_integer(a, b) is afunctionthatreturnseachof theintegersfrom a to

b with equalprobability andI(A) is theindicatorfunctionthatreturnsl if event

AistrueandOotherwise.. . . . . . . . . . e 20
AdaBoostalgorithm: {(z1,y1),-.., (zn,yn)} is thesetof trainingexamples,L,
is the basemodellearningalgorithm,and M is the numberof basemodelsto be
generated. . . . . .. . e e e e 21

WeightedMajority Algorithm: w = [wiwa...wy] is the vector of weights
correspondingo the M predictorsy is thelatestexampleto arrive, y is thecorrect
classificatiorof examplez, they; arethe predictionsof theexpertsh;. . . . . . . 24



2.9 Breimans blocked ensemblelgorithm: Amongtheinputs, T is the training set,
M is the numberof basemodelsto be constructedand NV, is the size of each
basemodels training set (7, for m € {1,2,...,M}). L, is the basemodel
learningalgorithm, is the numberof training examplesexaminedin the process
of creatingeachT;,, ande is the numberof theseexamplesthat the ensemble
previously constructedasemodels(h, - . ., h,, 1) Mmisclassifies. . . . . . . ..

2.10 TestError Rates:Boostingvs. Blocked Boostingwith decisiontreebasemodels. .

2.11 TestError Rates:Online Boostingvs. Blocked Boostingwith decisiontreebase
models. . . . . . e

2.12 TestErrorRates:PrimedOnlineBoostingvs. Blocked Boostingwith decisiontree
basemodels. . . . . . ..

2.13 Online Baggingalgorithm. h = {hy, ho, ..., hys} is the setof basemodelsto
be updated,(z, y) is the next training example,p is the userchosenprobability
thateachexampleshouldbeincludedin thenext basemodelstrainingset,andL,
is the online basemodellearningalgorithmthat takes a basemodelandtraining
exampleasinputsandreturnstheupdatechasemodel. . . . . . . . . ... ...

2.14 TestError Rates:Baggingvs. Fixed FractionOnline Baggingwith decisiontree
basemodels. . . . . . ..

2.15 TestErrorRates:OnlineBaggingvs. FixedFractionOnlineBaggingwith decision
treebasemodels. . . . . . . ...

2.16 Online Boostingalgorithm. h = {hq, ha,...,ha} is the setof basemodelsto
beupdated,(z, y) is the next training example,and L,, is the online basemodel
learningalgorithm that takes a basemodel, training example,and its weight as
inputsandreturnstheupdatedbasemodel. . . . . . .. ... ... L.

2.17 TestError Rates:Boostingvs. Online Arc-x4 with decisiontreebasemodels.

2.18 TestError Rates: Online Boostingvs. Online Arc-x4 with decisiontree base
models. . . . . . e

2.19 TestError Rates:PrimedOnline Boostingvs. Online Arc-x4 with decisiontree
basemodels. . . . . . . .

3.1 BatchBaggingAlgorithm andSamplingwith ReplacementT’ is theoriginaltrain-
ing setof N examples,M is the numberof basemodelsto be learned,; is the
basemodellearningalgorithm,the h;'s arethe classificatiorfunctionsthattake a
nev exampleasinput andreturnthe predictedclass,random_integer(a,b) is a
function thatreturnseachof the integersfrom a to b with equalprobability and
I(A) is theindicatorfunctionthatreturnsl if event A is trueandO otherwise.

Vil

35



3.2 TheBatchBaggingAlgorithm in action. The pointson the left sideof the figure
representhe original training setthat the baggingalgorithmis calledwith. The
threearrows pointingaway from thetraining setandpointingtowardthethreesets
of pointsrepresensamplingwith replacementThebasemodellearningalgorithm
is calledon eachof thesesamplego generates basemodel(depictedasadecision
treehere). The final threearravs depictwhat happensvhena nev exampleto
be classifiedarrives—allthreebasemodelsclassifyit andthe classreceving the
maximumnumberof votesisreturned.. . . . . . . .. ..o

3.3 Online BaggingAlgorithm: h is the classificationfunction returnedby online
baggingd is thelatesttrainingexampleto arrive, and L,, is the onlinebasemodel
learningalgorithm. . . . . . . . . .. ...

3.4 TestErrorRates:BatchBaggingvs. Online Baggingwith decisiontreebasemod-
elS. e

3.5 TestError Rates:BatchBaggingvs. OnlineBaggingwith Naive Bayesbasemod-
BlIS. e

3.6 TestError Rates:BatchBaggingvs. Online Baggingwith decisionstumpbase
models. . . . . ..

3.7 TestError Rates:BatchNeuralNetwork vs. Online NeuralNetwork (oneupdate
perexample). . . . . ... e

3.8 TestError Rates:BatchBaggingvs. Online Baggingwith neuralnetwork base
models. . . . . . e e

3.9 TestError Rates:BatchNeuralNetwork vs. Online NeuralNetwork (10 updates
perexample). . . . .. e e e e e e e e e

3.10 TestError Rates:Batch Baggingvs. Online Baggingwith neuralnetwork base
models. . . . . e e

3.11 Basic structureof online learningalgorithm usedto learnthe calendardata. h
is the currenthypothesisy is the latesttraining exampleto arrive, and L, is the
onlinelearningalgorithm. . . . . . . . . . . .. .. e

4.1 AdaBoostalgorithm:{(z1,v1),---,(zn,yn)} isthesetof trainingexamples,L;
is the basemodellearningalgorithm,and M is the numberof basemodelsto be
generated. . . . . .. e e e e

4.2 TheBatchBoostingAlgorithminaction. . . . . . ... ... ... ......

4.3 OnlineBoostingAlgorithm: h is the setof M basemodelslearnedsofar, (z,y)
is the latesttraining exampleto arrive, and L, is the online basemodellearning
algorithm. . . . . . . o e e

viii



4.4 lllustration of online boostingin progress.Eachrow represent®neexamplebe-
ing passedn sequencdo all the basemodelsfor updating;time runsdown the
diagram.Eachbasemodel(depictedhereasatree)is generatedy updatingthe
basemodelabove it with the next weightedtraining example. In the upperleft
corner(point“a” in thediagram)we have thefirst trainingexample.Thisexample
updateghefirst basemodelbut is still misclassifiedaftertraining, soits weightis
increasedthe rectangle’b” usedto representt is taller). This examplewith its
higherweightupdateghe secondasemodelwhich thencorrectlyclassifiest, so
its weightdecreasefectangle’c”). . . . . . . .. . .. .. ... .. ... ..

4.5 Learningcurwesfor CarEvaluationdataset. . . . . . .. ... ... ......

4.6 TestError Rates: Batch Boostingvs. Online Boostingwith decisiontree base

models. . . . . . e e
4.7 TestError Rates: Batch Boostingvs. Online Boostingwith Naive Bayesbase
models. . . . . . e e e e e e e e
4.8 TestError Rates:BatchBoostingvs. Online Boostingwith decisionstumpbase
models. . . . . e

4.9 TestError Rates:BatchBoostingvs. Online Boosting(one updateper example)
with neuralnetwork basemodels. . . . . . . . . .. ... ... oL
4.10 TestError Rates:BatchBoostingvs. Online Boosting(10 updatesper example)
with neuralnetwork basemodels. . . . . . . . ... ... . ... L.
4.11 TestError Rates:BatchBoostingvs. PrimedOnline Boostingwith decisiontree
basemodels. . . . . . ..
4.12 TestError Rates:Online Boostingvs. PrimedOnline Boostingwith decisiontree
basemodels. . . . . . .o
4.13 TestError Rates:BatchBoostingvs. PrimedOnline Boostingwith Naive Bayes
basemodels. . . . . . .. e
4.14 TestError Rates:Online Boostingvs. PrimedOnline Boostingwith Naive Bayes
basemodels. . . . . . ..
4.15 TestErrorRates:BatchBoostingvs. PrimedOnline Boostingwith decisionstump
basemodels. . . . . . ..o
4.16 TestError Rates: Online Boostingvs. Primed Online Boostingwith decision
stumpbasemodels. . . . ... L e
4.17 TestError Rates:BatchBoostingvs. PrimedOnlineBoostingwith neuralnetwork
basemodels(oneupdateperexample). . . . . . . . . .. ..o 0oL
4.18 TestError Rates:Online Boostingvs. PrimedOnline Boostingwith neuralnet-
work basemodels(oneupdateperexample). . . . . . . ... ..o L.
4.19 TestError Rates:BatchBoostingvs. PrimedOnline Boostingwith neuralnetwork
basemodels(10updateperexample). . . . . . . . . .. .. ..o,
4.20 TestError Rates:Online Boostingvs. PrimedOnline Boostingwith neuralnet-
work basemodels(10 updategperexample). . . . . . . . .. .. ...
4.21 Naive BayesBaseModel Errorsfor Synthetic-1Dataset . . . . . . . .. .. ..
4.22 Naive BayesBaseModel Errorsfor Synthetic-2Dataset . . . . . . . . ... ..



4.23 Naive BayesBaseModel Errorsfor Synthetic-3Dataset . . . . . . . .. .. .. 97
4.24 Naive BayesBaseModel Errorsfor CensudncomeDataset . . . . . .. . . .. 97
4.25 Naive BayesBaseModel Errorsfor ForestCovertypeDataset . . . . . . . . .. 98
4.26 NeuralNetwork BaseModel Errorsfor Synthetic-1Dataset . . . . . . . . . .. 98
4.27 NeuralNetwork BaseModel Errorsfor Synthetic-2Dataset . . . . . . . . . .. 98
4.28 NeuralNetwork BaseModel Errorsfor Synthetic-3Dataset . . . . . .. .. .. 98
4.29 NeuralNetwork BaseModel Errorsfor CensugncomeDataset . . . . . . . . . 98

4.30 NeuralNetwork BaseModel Errorsfor ForestCovertypeDataset . . . . . . . . 98



Xi

List of Tables

3.1 Thedatasetsisedin our experiments.For the Censudncomedatasetywe

have giventhesizesof thesuppliedtrainingandtestsets.For theremaining

datasetsye have giventhesizesof thetrainingandtestsetsin our five-fold

cross-alidationruns. . . . . . ... 51
3.2 P(A,=0]A4,11,C)fora € {1,2,...,19} in SyntheticDatasets. . . . . . 51
3.3 Resultgfractioncorrect):batchandonline bagging(with DecisionTrees) . 52
3.4 Resultgfractioncorrect):batchandonlinebagging(with Naive Bayes) . . 53
3.5 Resultgfractioncorrect):batchandonline bagging(with decisionstumps) 55
3.6 Resultqfractioncorrect):batchandonlinebagging(with neuralnetworks).

The column“Neural Network” givesthe averagetestsetperformanceof

runningbackpropagatiowith 10 epochntheentiretrainingset.“Online

NeuralNet” is theresultof runningbackpropagatiowith oneupdatestep

pertrainingexample. . . . . . .. . ... e 57
3.7 Resultg(fractioncorrect):online algorithms(with neuralnetworkstrained
with 10 updatestepspertrainingexample). . . . . ... . ... ... ... 59

3.8 RunningTimes(seconds)batchandonlinebagging(with DecisionTrees). 60
3.9 RunningTimes(seconds)batchandonlinebagging(with Naive Bayes). . 61
3.10 RunningTimes(seconds)batchandonline bagging(with decisionstumps) 61
3.11 Runningtimes(seconds)batchandonlinebagging(with neuralnetworks).
(1) indicatesoneupdatepertrainingexampleand(10) indicateslO updates
pertrainingexample. . . . . . .. ... 62
3.12 Resultgfractioncorrect)on CalendaApprenticeDataset. . . . . . . . .. 64

4.1 Resultgfractioncorrect):batchandonlineboosting(with DecisionTrees).
Boldfaced/italicizedesultsaresignificantlybetter/worsethansingledeci-
SIONTrEes. . . . . . . e 87

4.2 Results(fraction correct): batchandonline boosting(with Naive Bayes).
Boldfaced/italicizedesultsaresignificantlybetter/worsethansingleNaive
Bayesclassifiers. . . . . . . . .. 88



Xil

4.3 Resultgfractioncorrect):batchandonlineboosting(with decisionstumps).
Boldfaced/italicizedesultsaresignificantlybetter/worsethansingle deci-
SIONSIUMPS.. . . . . e 90

4.4 Results(fraction correct): batchalgorithms(with neuralnetworks). Bold-
faced/italicizedesultsaresignificantlybetter/worsethansingleneuralnet-

4.5 Resultg(fraction correct):online algorithms(with neuralnetworkstrained
with one updatestepper training example). Boldfaced/italicizedresults
are significantly better/vorsethansingle online neuralnetworks. Results
marked “ 9" are significantly differentfrom single batchneuralnetworks
(Table4.4). Resultsanarked” t” aresignificantlydifferentfrom batchboost-
ing (Tabled.4). . . . . . .. . . . . . 93
4.6 Resultg(fractioncorrect):onlinealgorithms(with neuralnetworkstrained
with 10 updatestepsper training example). Boldfaced/italicizedresults
are significantly better/vorsethansingle online neuralnetworks. Results
marked “ 9" are significantly differentfrom single batchneuralnetworks
(Table4.4). Resultamarked” " aresignificantlydifferentfrom batchboost-
ing (Tabled.4). . . . . . .. . . . . . e 94
4.7 RunningTimes(seconds)batchandonlineboosting(with DecisionTrees) 99
4.8 RunningTimes(seconds)batchandonlineboosting(with Naive Bayes). . 100
4.9 RunningTimes(seconds)batchandonlineboosting(with decisionstumps)101

4.10 Runningtimes(seconds)batchalgorithms(with neuralnetworks) . . . . . 101

4.11 Runningtimes(seconds)onlinealgorithms(with neuralnetworks—oneup-
dateperexample) . . . . . . . ... 102

4.12 Runningtimes(seconds)onlinealgorithms(with neuralnetworks—tenup-
datesperexample) . . . . . . ... 102

4.13 Resultg(fractioncorrect)on CalendaApprenticeDataset. . . . . . . . .. 105



Xiii
Acknowledgements

This Ph.D. thesisrepresentsa greatdeal more than the intellectual exercisethat it was
intendedto represent.This thesis,andmy Ph.D.programasa whole reflectsmy growth
bothintellectuallyandasaperson Many peoplehave playedsignificantrolesin my growth
duringthis periodandearlier Firstandforemostl give thanksto my parents.| think my
formerchesscoach,RichardShormangsaidit best,“They clearly put a lot of tenderlove
andcareintoyou. | couldnotagreemore.They have alwaysbeentherefor meandthey are
muchmorethanl couldaskfor in afamily. My uncle“Uttammama’(UttamOza)hasbeen
apartof my life sincel wasoneyearold. From patientlyallowing meto readstorybooks
to him whenl wastwo yearsold to makingmary suggestionselatedto my applications
to undegraduateand graduateschools,he hasalways beenthereandit is impossibleto
enumerateverything he hasdone. During the time | have known him, he hasaddedto
his family. He andmy auntKalindimami, and cousinsAnand and Anuja have formeda
secondmmediatefamily thathave alwaysbeenthere. My extendedfamilieson my mom
anddads sidesbothhereandin India have alwaysexpressedreatconfidenceandpridein
me,which hashelpedmeimmenselyin my work andin life in general.

| mademary friendswhile | washere.Firstandforemost| thankHumabDar. | tell peo-
ple that sheis my former classmateformer officemate friend, political discussion-mate,
Berkeley older sister andparoleofficer. | have known Mehul Patel sincemy undegrad-
uatedaysat MIT andhe continuesto be a goodfriend hereat Berkeley anda link to the
past. Marcovan Akkerenandl spentmuchtime discussinggraduatestudentife. Marco,
Megumi Yamatoandl hadmary discussionsindl especiallyenjoyedour Sundayevening
jauntsto BenandJerrys. Michael Anshelerich wasalsopartof our groupat International
Houseandhe helpedmewith oneof the proofsin thisthesis.

Several currentand pastmembersof RUGS (Russells Unusual GraduateStudents)
have beenhelpfulto me. Geof Zweig, Jef Forbes,Tim Huang,Ron Parr, Archie Russell,
andJohnBinderwere quite helpful to me whenl| wasdoing my Masters researchDean
GrannesEric Fosler andPhil McLauchlanhave helpedmein mary waysandl appreciate
the chancethat| hadto work with them. My officematesover the yearshave helpedme
with my work andaddednuch-needetiumorto theoffice ervironment: David Blei, Huma



Xiv

Dar, DaishiHarada Andrev Ng, MagnusStensmoandAndy Zimdars.| buggedAndrew
Ng andDavid Blei oftento pick the probability component®f their brains. Andrev Ng
wasespeciallyhelpfulto mewith oneof the proofsin this thesis.Thanksguys!

StuartRussellwasmy researchadvisorandalwayswill be anadvisorto me. He gave
methefreedomto explorethefield to decidewhatl wantedto work on. In my explorations
| learnedmuchaboutthe field beyond my thesistopic, andl know thatthis will help me
throughoutmy career He patiently helpedme throughmy explorationsandtook much
time to discussideaswith me. | credit mostof my intellectualgrowth during my time
at Berkeley to him. The funding that he gave me allowed me to work without worrying
aboutthe financialsideof life. Mike Jordaneo Breiman,andJoeHellersteinsenedon
my qualifying exam committeeandwere generouswith their time in helpingme sort out
exactly whatl wantedto work on. JitendraMalik hasbeenhelpful to me during my time
herein mary waysincludingservingon my Masters reportcommittee.

During my time here,California MICRO and Schlumbeger provided fellowship sup-
portfor two yearsandthe NSF GraduateResearciraining Programin SpatialCognition
providedmewith fundingfor two years.TheNSFprogramhelpedmebroademmy horizons
by enablingmeto learnaboutandconductresearchn Cognitive ScienceandPsychology
A numberof administratorsverea greathelpto mewhile | washere.SheilaHumphres,
Mary Byrnes,Winnie Wang, Peggy Lau, and Kathryn Crabtreehelpedsmoothout mary
bumpsduringmy time at Berkeley.

| taughta C++ programmingcoursein the Spring 1998 semesteat City College of
SanFrancisco.l thoroughlyenjoyed the chanceto run my own course.l becamdriends
with Louie Giambattistavhile | wasthereandhe remainsa goodfriend to this day. As a
graduatestudent workedduringonesummerat GeneraElectric CorporateResearctand
Developmentwith Tomek Strzallowski. Working with him was a greatpleasureand he
hashelpedmeafterthatsummerin mary ways.| alsospenttwo summersat NASA Ames
ResearclCenterwith KaganTumer He gave me muchfreedomto explorewhat!| wanted
to work onwhile | wasthereandtook meunderhiswing asaresearclHilittle brother’

RonGenisetaughtme algebraandgeometrywhenl wasin junior high school.He also
designeda coursein which we useda geometryexplorationsoftwarethat he andhis son
designedo explore conceptof geometry He gave me my first tasteof whatresearctwas



XV

like, andl washooked. His dedicationto teachinginspiredme andhe hassened asmy
mentorever sincel took his coursesRogerPoehimanns my chesscoach.His dedication
to chessand his enjoymentof teachinghasnot only helpedme improve asa tournament
chessplayerbut hashelpedme in my work by providing me a needediversion. | look
forwardto continuingto work with him. Prof. MichaelRappawasmy freshmaradvisorat
MIT andbothheandhiswife Lyndahave beenfriendsever since.They have helpedmein
morewaysthanl cancountandl feelhonoredo know two suchspecialpeople.



Chapter 1
Intr oduction

A supervisedearningtaskinvolvesconstructinga mappingfrom input data(normally
describedoy severalfeatures)o the appropriateoutputs. In a classificationearningtask,
eachoutputis oneor moreclasseso whichtheinputbelongs.n aregressioriearningtask,
eachoutputis someothertype of valueto be predicted. In supervisedearning,a setof
training examples—&ampleswith known outputvalues—isusedby a learningalgorithm
to generat@model. Thismodelis intendedo approximatehemappingbetweertheinputs
andoutputs.For example,we mayhave dataconsistingof examplesof creditcardholders.
In a classificationearningtask,our goal may beto learnto predictwhethera personwill
default on his/hercreditcardbasedon the otherinformationsupplied.Eachexamplemay
correspondo onecreditcardholder listing thatpersons variousfeaturesof interest(e.qg.,
averagedaily creditcardbalance pthercredit cardsheld, andfrequeng of late payment)
aswell aswhetherthe persondefaultedon his/hercreditcard. A learningalgorithmwould
usethe suppliedexamplesto generatea model that approximateshe mappingbetween
eachpersons suppliedfinancialinformationand whetheror not he defaultson his credit
card.Thismodelcanthenbeusedto predictwhetheranapplicantfor anew creditcardwill
defaultand;therefore to decidewhetherto issuethatpersonacard. A regressioriearning
task’sgoalmaybeto predictapersons averagedaily creditcardbalancebasedntheother
variables. In this case,a learningalgorithm would generatea modelthat approximates
the mappingfrom eachpersons financialinformationto the averagedaily balance.The
generalizatiorperformanceof a learnedmodel (how closely the target outputsand the



model’s predictedoutputsagreefor patternsthat have not beenpresentedo the learning
algorithm) would provide an indication of how well the model haslearnedthe desired
mapping.

Many learningalgorithmsgenerateonemodel(e.g.,a decisiontreeor neuralnetwork)
thatcanbe usedto make predictionsfor new examples.Ensembles-alsoknown ascom-
biners,committeespr turnkey methods—areombinationf severalmodelswhoseindi-
vidual predictionsarecombinedn somemanner(e.g.,averagingor voting) to form afinal
prediction. For example,one cangenerateéhreeneuralnetworks from a suppliedtraining
setandcombinetheminto an ensemble.The ensemblecould classifya nev exampleby
passingt to eachnetwork, gettingeachnetwork’s predictionfor thatexample,andreturn-
ing theclassthatgetsthe maximumnumberof votes.Many researchersave demonstrated
thatensemblesftenoutperformheirbasemodelsthecomponentmodelsof theensemble)
if thebasemodelsperformwell on novel examplesandtendto make errorson differentex-
ampleg(e.g., (Breiman,1993;0za& Tumer, 1999;Tumer& Oza,1999;Wolpert,1992)).
To seewhy, let usdefineh,, hs, h3 to bethethreeneuralnetworksin the previousexample
andconsidera new examplez. If all threenetworks alwaysagree thenwheneer h; (z)
is incorrect,ho(z) andhs(z) will alsobeincorrect,sothattheincorrectclasswill getthe
majority of the votesandthe ensemblewill alsobe incorrect. On the otherhand,if the
networks tendto make errorson differentexamples thenwhen iy () is incorrect,hy(x)
andh3(x) may be correct,so that the ensemblewill returnthe correctclassby majority
vote. More precisely if anensembldasM basemodelshaving anerrorratee < 1/2 and
if the basemodels’errorsareindependentthenthe probability thatthe ensemblemakes
anerroris the probabilitythatmorethan A/ /2 basemodelsmisclassifythe example. This
is preciselyP(B > M/2), whereB is a Binomial(M, ¢) randomvariable. In our three-
network example,if all thenetworkshave anerrorrateof 0.3andmake independengrrors,
thenthe probability that the ensemblemisclassifiesa nev exampleis 0.21. Even better
thanbasemodelsthat make independenerrorswould be basemodelsthat are somavhat
anti-correlated.For example,if no two networks make a mistake on the sameexample,
thenthe ensembles performancewill be perfectbecausef onenetwork misclassifiesan
example thentheremainingtwo networkswill correcttheerror.

Two of the mostpopularensemblalgorithmsarebagging(Breiman,1994)andboost-



ing (Freund& Schapire,1996). Given a training set, bagginggeneratesnultiple boot-
strappedraining setsand calls the basemodel learningalgorithm with eachof themto
yield a setof basemodels. Givenatraining setof size N, bootstrappingyenerates new
training setby repeatedly(/V times)selectingoneof the N examplesatrandom whereall
of themhave equalprobability of beingselected.Sometraining examplesmay not be se-
lectedatall andothersmaybeselectednultipletimes. A baggedcensemblelassifiesanew
exampleby having eachof its basemodelsclassifythe exampleandreturningthe classthat
recevesthe maximumnumberof votes. The hopeis thatthe basemodelsgeneratedrom
the differentbootstrappedraining setsdisagreeoften enoughthatthe ensemblgerforms
betterthanthe basemodels. Boostingis a more complicatedalgorithmthat generates
sequence®f basemodels. Boostingmaintainsa probability distribution over the training
set. Eachbasemodelis generatedy calling the basemodellearningalgorithmwith the
trainingsetweightedby thecurrentprobabilitydistribution.! Then,thebasemodelis tested
on the training set. Thoseexamplesthat are misclassifiechave their weightsincreasedso
thattheir weightsrepresenhalf the total weight of the training set. The remaininghalf of
thetotal training setweightis allocatedfor the correctly classifiedexampleswhich have
their weightsdecreasedccordingly This new probability distribution andthe training set
are usedto generatethe next basemodel. Intuitively, boostingincreaseshe weightsof
previously misclassifiedexamplestherebyfocusingmoreof the basemodellearningalgo-
rithm’sattentionon thesehard-to-learrexamples.Thehopeis thatsubsequerttasemodels
correctthe mistakesof the previous models.Baggingandboostingare popularamongen-
semblemethodsdecaus®f their strongtheoreticaimotivations(Breiman,1994;Freund&
Schapire1997)andthe goodexperimentaresultsobtainedwith them(Freund& Schapire,
1996;Bauer& Kohavi, 1999;Dietterich,2000).

Most ensembldearning algorithmsincluding baggingand boostingare batc algo-
rithms. Thatis, they repeatedlyreadandprocesgshe entiresetof trainingexamples.They
typically requireat leastone passthroughthe datafor eachbasemodelto be generated.
Often, the basemodellearningalgorithmsthemselesrequiremultiple passeshroughthe
training setto createeachmodel. SupposéV/ is the numberof basemodelsto beincorpo-

LIf the basemodellearningalgorithmcannotacceptveightedtraining sets thenonecangenerate boot-
strappedraining setaccordingo theweightdistribution andpassthatto the learningalgorithminstead.



ratedinto theensembleandT is the averagenumberof timesthatthe basemodellearning
algorithmneedgo passthroughthe training setto createa basemodel. In this case bag-
ging requiresMT passeghroughthe training set. BoostingrequiresM (T + 1) passes
throughthe training set—foreachbasemodel,it needsl” passego createthe basemodel
andonepasdso testthe basemodelon the training set. We would preferto learnthe entire
ensemblén anonlinefashionj.e.,usingonly onepasshroughtheentiretrainingset. This
would make ensemblenethod9racticalfor usewhendatais beinggenerate@ontinuously
sothatstoringdatafor batchlearningis impractical.Online ensembldearningwould also
be helpfulin datamining tasksin which the datasetsrelarge enoughthatmultiple passes
throughthe datasetsvould requirea prohibitively long trainingtime.

In this thesis,we presentonline versionsof baggingand boosting. Specifically we
discusshow our online algorithmsmirror the techniqueghat baggingand boostinguse
to generatanultiple distinct basemodels. We also presenttheoreticaland experimental
evidencethatour onlinealgorithmssucceedn this mirroring, oftenobtainingclassification
performance&omparabldo their batchcounterpartn lesstime. Ouronlinealgorithmsare
demonstratetb be morepracticalwith largerdatasets.

In Chapter2, we presenthe relevantbackgroundor this thesis.We first review batch
supervisedearningin generalndthe basemodelsthatwe use.We discussvhathasbeen
donein the areasof ensembldearningand online learning,which are the two essential
component®f this thesis. We also describethe little work that hasbeendonein online
ensembléearning.We discussn moredetailthe motivationfor ensembldearningandthe
variousensembldearningalgorithms.We comparethesealgorithmsin termsof how they
bring aboutdiversity amongtheir constituenior basemodels,which is necessaryn order
for ensembleo achieve betterperformanceWe alsodiscusonlinelearning,includingthe
motivationfor it andthe variousonlinelearningalgorithms.We discusshe WeightedMa-
jority (Littlestone& Warmuth,1994)andWinnow (Littlestone,1988)algorithmsin more
detailbecauseljk e onlineensembldearningalgorithms they maintainseveralmodelsand
updatethemin anonline manner However, WeightedMajority andWinnow aredesigned
to performnotmuchworsethanthebestof theirconstituenmodels whereaouronlineen-
semblealgorithms|ik etypical batchensemblenethodsaredesignedo yield performance
betterthanary of their basemodels.We discusshow this differencecomesabout.



In Chapter3, we discussthe baggingalgorithmin greatdetail. We thenderive our
online baggingalgorithmwhich hastwo requirementsThefirst requirementis anonline
learningalgorithmto producethe basemodels. The secondrequiremenis a methodof
mirroring baggings methodof producingmultiple distinctbasemodels.In particular bag-
ging’s bootstrapsamplingmethod which we discusse@arlier requiresknowing N, which
is often unavailable whenlearningonline. Our online baggingalgorithm avoids this re-
guirement.It simulateshe bootstrapsamplingprocesshy sendingK copiesof eachnew
training exampleto updateeachbasemodel,where K is a suitablePoissonrandomvari-
able. We prove thatthe samplingdistribution usedin online baggingcorvergesto whatis
usedin batchbagging. We then prove that the ensemblaeturnedby our online bagging
algorithmcorvergesto thatreturnedby the batchalgorithmgiventhe sametraining setif
the basemodellearningalgorithmsare proportionalandif they returnclassifierghatcon-
verge toward eachotherasthe size of the training setgrows. By proportional,we mean
thatthe batchandonline basemodellearningalgorithmsreturnthe samehypothesigiven
training setswherethe relative proportionof every exampleto every otherexampleis the
same.Thesizeof the bootstraptraining setshouldnot matter For example,changingthe
trainingsetby duplicatingevery exampleshouldnot changehehypothesiseturnedoy the
basemodellearningalgorithm. Thisis truefor decisiontrees,decisionstumps andNaive
Bayesclassifiersyhich arethreeof thebasemodelsthatwe experimentwith in thisthesis.
However, thisis nottruefor neuralnetworks, which we alsoexperimentwith.

We discusgheresultsof ourexperimentcomparinghegeneralizatioperformancesf
onlinebaggingandbatchbaggingon mary realandsyntheticdataset®f varyingsizes.We
seethatbatchandonlinebaggingmostlyperformedcomparablyto oneanothemwhenusing
decisiontrees,decisionstumps,and Naive Bayesclassifiersas the basemodels. These
basemodelssatisfythe conditionswe describedn thelast paragraphWhenusingneural
networks as the basemodels, online baggings performancesuffered, especiallyon the
smallerdatasets.On larger datasetshowever, the losswas small enoughthat it may be
acceptablagiven the reducedrunning time. Additionally, we discussexperimentswith
our online baggingalgorithmon a domainin which datais arriving continuouslyandthe
algorithmneeddo supplya predictionfor eachexampleasit arrives. Online baggingwith
decisiontreesperformedbeston this problemandimproveduponsingledecisiontrees.



In Chapter4, we discusghe boostingalgorithm(specifically AdaBoost)in detailand
derive our online boostingalgorithmfrom boosting. Justaswith bagging,it appearghat
we requireforeknavledgeof N, the size of the training set,in orderto give the training
examplegheir properweights.Onceagain,we avoid therequiremenbf knowing NV using
suitablePoissonrandomvariablesto approximateboostings processof reweighting the
training set. We prove that our online boostingalgorithm’s performancéoecomesompa-
rableto that of the batchboostingalgorithmwhen using Naive Bayesbasemodels. We
alsoreview our experimentalresultscomparingthe performance®f online boostingand
batchboostingon the samedataset®n which we compareonline andbatchbagging. We
find that,in somecasespur online boostingalgorithmsignificantlyunderperformsatch
boostingwith smalltraining sets.Evenwhenthetrainingsetis large,our online algorithm
may underperforminitially beforefinally catchingup to the batchalgorithm. This charac-
teristicis commonwith online algorithmsbecause¢hey do not have the luxury of viewing
thetraining setasa wholethe way batchalgorithmsdo. Online boostings performances
especiallyworsewhengiven a lossy online learningalgorithmto createits basemodels.
We experimentwith “priming” our online boostingalgorithmby runningit in batchmode
for someinitial subsewf thetrainingsetandrunningin online modefor the remainderof
thetraining set. Primingis demonstratedb improve online boosting,especiallywhenthe
onlinebasemodellearningalgorithmis lossy We alsocompareaherunningtimesof oural-
gorithms.In mostcasespnlineboostingwasfasterthanbatchboostingwhile in othercases
online boostingwas slower. However, primedonline boostingwas almostalwaysfastest
amongthe boostingalgorithms. We alsocompareonline boostingand batchboostingin
moredetailby comparingheerrorsof their basemodelswhich areimportantin determin-
ing the overall behaior of the boostingalgorithms. Additionally, we discussexperiments
with our online boostingalgorithmon the sameonline domainthatwe experimentwith in
Chapter3.

In Chapter5, we summarizethe contributions of this thesisand discussfuture work.
This thesisdeliversonline versionsof baggingandboostingthat allow oneto obtainthe
high accurag of thesemethodswhenthe amountof training dataavailableis suchthat
repeatedlyexaminingthis data,asbaggingandboostingrequire,is impractical. Our theo-
reticalandempiricalresultsgive usthe confidencehatour online algorithmsachieve this



goal.



Chapter 2
Background

In thischapterwefirstintroducebatchsupervisedearningin generabswell asthespe-
cific algorithmsthatwe usein this thesis.We thendiscusshe motivationfor andexisting
work in the areaof ensembldearning. We introducethe baggingandboostingalgorithms
becausé¢heonlinealgorithmsthatwe presentn thisthesisaredervedfrom them.Wethen
introduceanddiscussonline learning. We then describethe work that hasbeendonein
onlineensemblédearning,therebymotivatingthework presentedn this thesis.

2.1 Batch SupervisedLearning

A batchsupervisedearningalgorithm L, takesatrainingset7 asits input. Thetrain-
ing setconsistsof N examplesor instances It is assumedhatthereis a distribution D
from which eachtrainingexampleis dravn independentlyThe ith exampleis of the form
(x:,y:), wherex; is avectorof valuesof severalfeaturesor attributesandy; representshe
valueto bepredicted.In aclassificatiorproblem,y; representeneor moreclasseso which
the examplerepresentetby z; belongs.In aregressiorproblem,y; is someothertype of
valueto bepredicted.n the previouschapterwe gave theexampleof a classificatiorprob-
lemin which we wantto learnhow to predictwhethera credit cardapplicantis likely to
default on his credit cardgiven certaininformation suchasaveragedaily creditcardbal-
ance,othercreditcardsheld, andfrequeng of late payment.in this problem,eachof the
N examplesn thetrainingsetwould represenbnecurrentcreditcardholderfor whomwe



know whetherhe hasdefaultedupto now or not. If anapplicanthasanaveragedaily credit
cardbalanceof $1500 five othercreditcards,andpayslatetenpercentof thetime,andhas
not defaultedsofar, thenhemayberepresenteds(z, y) = ((1500, 5, 10), No).

The outputof a supervisedearningalgorithmis a hypothesish thatapproximateshe
unknovn mappingfrom theinputsto the outputs.In ourexample,h would mapfrom infor-
mationaboutthe creditcardapplicantto a predictionof whetherthe applicantwill default.
In theexperimentghatwe presenin thisthesiswe have atestset—a setof examplesthat
we useto testhow well the hypothesig predictsthe outputson new examples.Theexam-
plesin S areassumedo beindependenandidentically distributed(i.i.d.) dravs from the
samedistribution D from which theexamplesn 7" weredravn. We measureheerrorof A
onthetestsetS astheproportionof testcaseghath misclassifies:

ﬁ S I(h(z) £ 1)

(zy)€S

where S is the testsetand /(v) is the indicator function—it returnsl if v is true and0
otherwise.

In this thesis,we usebatchsupervisedearningalgorithmsfor decisiontrees,decision
stumpsNaive Bayes,andneuralnetworks. We defineeachof thesenow.

2.1.1 DecisionTreesand DecisionStumps

A decisiontreeis atreestructureconsistingof nonterminahodes)eaf nodesandarcs.
An exampleof a decisiontreethatmay be producedn our examplecredit-carddomainis
depictedin Figure2.1. Eachnonterminalnoderepresents teston an attribute value. In
theexampledecisiontree,thetop node(calledtheroot node)testswhetherthe exampleto
be classifiedhasanincomeattribute valuethatis lessthan$50000.If it doesnot, thenwe
go down theright arc, wherewe seea leaf nodethatsays*NO.” A leaf nodecontainsthe
classificationto be returnedif we reachit. In this case,if theincomeis at least$50000,
thenwe do not examineary otherattribute valuesandwe predictthatthe personwill not
defaultonhiscreditcard.If theincomeis lessthan$50000thenwe go down theleft arcto
thenext nonterminahode whichtestswhethertheaveragedaily checkingaccountbalance
is lessthan$500. If it is, thenwe predictthat the personwill default on his credit card,
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Income < $50000

YES NO

Average daily checkin NO
balance < $500

YES NO

YES NO

Figure2.1: An exampleof adecisiontree.

otherwisewe predictthathewill notdefault. Notethatthis treenever examinesa persons
total savings.

Decisiontreesareconstructedn atop-dovn manner A decisiontreelearningalgorithm
(ID3) is showvn in Figure2.2. If all the examplesareof the sameclass,thenthe algorithm
justreturnsaleaf nodeof thatclass.If thereareno attributesleft with whichto constructa
nonterminahode thenthealgorithmhasto returnaleafnode.It returnsaleafnodelabeled
with the classmostfrequentlyseenin the training set. If noneof theseconditionsis true,
thenthealgorithmfindsthe oneattribute valuetestthatcomesclosesto splitting theentire
training setinto groupssuchthat eachgrouponly containsexamplesof oneclass. When
suchanattribute is selectedthe trainingsetis split accordingto thatattribute. Thatis, for
eachvaluev of theattribute,atrainingsett is constructeguchthatall theexamplesn ¢
have valuev for the chosemattribute. Thelearningalgorithmis calledrecursvely on each
of thesetrainingsets.
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DecisionTreelLearning(T,A,g)
if T; 4 isthesamefor alli € {1,2,..., T},
returnaleafnodelabeledT 4.
elseif A =
returnaleafnodelabeled i 11(Tg = ).
else
b= hoo e_ e t_Attrib te(T, A)
Settree to beanonterminahodewith testb.
for eachvalue of attribute b,
t =
for eachexampleT; € T,
=1ip
Add exampleT; to sett .
for eachvalue of attribute b,
btree = e i ion_Tree_Learning(t ,A b)
Add abranchto tree labeled with subtree btree.

returntree.

Figure 2.2: DecisionTree LearningAlgorithm. This algorithmtakes a training setT', attribute
setA, goalattribute g, anddefault classd asinputsandreturnsa decisiontree. T; denoteghe ith
trainingexample,T; , denotesexamples’s valuefor attribute b, andT; , denotesexamples’s value

for thegoalattribute g.

A decisionstumpis a decisiontreethat is restrictedto having only one nonterminal

node. Thatis, the decisiontreealgorithmis usedto find the one attribute testthatcomes

closestto splitting all the training datainto groupsof examplesof the sameclass. One

branchis constructedor eachvalueof the attribute, anda leaf nodeis constructedat the

end of that branch. The training setis split into groupsaccordingto the value of that

attributeandeachgroupis attachedo theappropriatdeaf. The classlabelmostfrequently

seenin eachgroupis the classlabelassignedo the correspondindeatf.
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2.1.2 Naive Bayes

Bayess theoremtells us how to optimally predictthe classof an example. For an
examplex, we shouldpredictthe classy thatmaximizes

P( =y)P( =2| =y)

P( =yl =2)= )

Define A to be the setof attributes. If all the attributesare independengiven the class,
thenwecanrewrite P( =z =y)as , ,P( i=2xzu| =y), wherezy istheath
attributevalueof examplez. Eachof theprobabilitiesP( =y) andP( ,=z@)| =y)
for all classes andall possiblevaluesof all attributes , is estimatedrom atrainingset.
Forexample,P( , = z@)| = y)wouldbethefractionof classy trainingexamplesthat
have z(, astheirath attributevalue.EstimatingP( = x) isunnecessarpecausd is the

samefor all classesthereforewe ignoreit. Now we canreturnthe classthatmaximizes

P( =y) P( =70 =y). (2.1)

This is known asthe Naive Bayesclassifier The algorithmthatwe useis shown in Fig-
ure2.3. For eachtrainingexample we justincrementheappropriateounts: NV is thenum-
ber of training examplesseensofar, N, is the numberof examplesin classy, and.V,

YT (a)
is the numberof examplesin classy having z,) astheir valuefor attributea. P( = y)
. . N .
is estimatedby — and, for all classegy andattribute valuesz ), P( o = z@)| = y)
is estimatecby —%*. Thealgorithmreturnsa classificatiorfunction thatreturns,for an

examplez, theclassy thatmaximizes

& Nva(a)
N N,
a 1

Everyfactorin this equationestimatests correspondindactorin Equation2.1.

2.1.3 Neural Networks

The multilayer perceptronis the most commonneuralnetwork representation.lt is
oftendepictedasa directedgraphconsistingof hodesandarcs—anexampleis shavn in
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Naive-Bayes-Leaning(T',A)
for eachtrainingexample(z,y) € T,

IncrementV
IncrementiV,
fora € {1,2,...,A}
IncrementNy,w(a)
returnh(z) = e ¥ 4 1%

Figure2.3: Naive BayesLearningAlgorithm. This algorithmtakesa training setT" andattribute
setA asinputsandreturnsa Naive Bayesclassifier N is the numberof training examplesseenso
far, N, is the numberof examplesin classy, andNy,x(a) is the numberof examplesin classy that

have z(,) astheirvaluefor attribute a.

Figure2.4. Eachcolumnof nodesis a layer. Theleftmostlayeris theinputlayer. The
inputsof an exampleto be classifiedare enterednto theinput layer The secondayeris
thehiddenlayer. Thethird layeris the outputlayer. Informationflows from theinputlayer
to the hiddenlayerto the outputlayervia a setof arcs. Note thatthe nodeswithin a layer
arenot directly connectedIn our example,every nodein onelayeris connectedo every
nodein the next layer, but this is not requiredin general.Also, a neuralnetwork canhave
moreor lessthanonehiddenlayerandcanhave any numberof nodesn eachhiddenlayer.

Eachnon-inputnode,its incomingarcs,andits singleoutgoingarc constitutea neuion,
which is the basiccomputationaklementof a neuralnetwork. Eachincomingarc multi-
pliesthevaluecomingfrom its origin nodeby theweightassignedo thatarcandsendghe
resultto the destinatiomnode. The destinatiomnodeaddsthe valuespresentedo it by all
theincomingarcs,transformst with anonlinearactivationfunction (to bedescribedater),
andthensendgheresultalongthe outgoingarc. For example,the outputof a hiddennode

in our exampleneuralnetwork is

- X on

i 1
where §,> is theweightonthearcin the th layerof arcsthatgoesfrom unit: in the th
layer of nodesto unit in the next layer (so (’1) is the weighton the arc that goesfrom

1
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) ) )
) ) )
) ) )
inputs hidden outputs
units

Figure2.4: An exampleof a multilayerfeedforward perceptron.

input unit 7 to hiddenunit ) and is a nonlinearactivationfunction. A commonlyused
activationfunctionis the sigmoidfunction:

1

@ T

Theoutputof anoutputnodey is

T

!

where is the numberof hiddenunits. The outputsare clearly nonlinearfunctions of
theinputs. Neuralnetworks usedfor classificatiorproblemstypically have oneoutputper
class. The exampleneuralnetwork depictedin Figure2.4 is of this type. The outputslie
in therange 0,1 . Eachoutputvalueis a measureof the network’s confidencethat the
examplepresentedo it is a memberof that outputs correspondinglass. Therefore the
classcorrespondingo the highestoutputvalueis returnedasthe prediction.

Neuralnetwork learningperformsnonlinearregressiongivena training set. The most
widely usedmethodfor settingthe weightsin a neuralnetwork is the backpropagation
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algorithm(Bryson& Ho, 1969;RumelhartHinton, & Williams, 1986). For eachtraining
examplein the training set, its inputsare presentedo the input layer of the network and
the predictedoutputsarecalculated.The differencebetweereachpredictedoutputandthe
correspondindarget outputis calculated.This erroris thenpropagatedackthroughthe
network andthe weightson the arcsof the networks are adjustedso that if the training
exampleis presentedo the network again,thenthe error would be less. The learning
algorithmtypically cyclesthroughthe training setmary times—eacticycle is called an
epod in the neuralnetwork literature.

2.2 EnsemblelLearning

2.2.1 Motivation

As we discussedn Chapterl, ensemblesre combinationsof multiple basemodels,
eachof whichmaybeatraditionalmachindearningmodelsuchasadecisiontreeor Naive
Bayesclassifier Whena new exampleis to be classified,t is presentedo the ensembles
basemodelsandtheir outputsarecombinedn somemanner(e.g.,voting or averaging)to
yield theensembles prediction.Intuitively, wewouldlik eto have basemodelsthatperform
well anddo not make highly-correlatederrors. We canseethe intuition behindthis point
graphicallyin Figure 2.5. The goal of the learningproblemdepictedin the figure is to
separatehe positive examples('+’) from the negative examples(’-’). The figure depicts
an ensembleof threelinear classifiers. For example,line C classifiesexamplesabove it
asneggative examplesand examplesbelow it aspositive examples. Note that noneof the
threelines separateshe positve and negatve examplesperfectly For example,line C
misclassifiesll the positive examplesin thetop half of thefigure. Indeed,no straightline
canseparatehe positive examplesfrom the negative examples.However, the ensemblef
threelines, whereeachline getsonevote, correctly classifiesall the examples—forevery
example,at leasttwo of the threelinear classifierscorrectly classifiesit, so the majority
is alwayscorrect. This is the resultof having threevery differentlinear classifiersn the
ensemble.This exampleclearly depictsthe needto have basemodelswhoseerrorsare
not highly correlated. If all the linear classifiersmake mistakes on the sameexamples
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Figure2.5: An ensembleof linear classifiers.Eachline A, B, andC is alinear classifier
The boldfaceline is the ensemblehat classifiesnen examplesby returningthe majority
voteof A, B, andC.

(for exampleif the ensembleconsistedof three copiesof line A), then a majority vote
over the lines would alsomake mistakeson the sameexamples,yielding no performance
improvement.

Anotherway of explaining the superiorperformanceof the ensemblas thatthe class
of ensemblenodelshasgreaterexpressve power thanthe classof individual basemodels.
We pointedout earlierthat,in thefigure,no straightline canseparate¢he positive examples
from the negative examples.Our ensemblas a piecavise linear classifier(the bold line),
which is ableto perfectly separatehe positive and negative examples. This is because
the classof piecavise linear classifierdhasmoreexpressve power thanthe classof single
linearclassifier

Theintuition thatwe have just describechasbeenformalized(Tumer& Ghosh,1996;
Tumer 1996). Ensembldearningcanbe justifiedin termsof the biasandvarianceof the
learnedmodel. It hasbeenshawvn that, asthe correlationsof the errorsmadeby the base
modelsdecreasethe varianceof the error of the ensembledecreaseandis lessthanthe
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varianceof the error of ary singlebasemodel. If , is the averageadditionalerror of
the basemodels(beyond the Bayeserror, which is the minimum possibleerror that can
beobtained), ¢ istheadditionalerrorof anensemblehatcomputeghe averageof the
basemodels’outputsand istheaveragecorrelationof theerrorsof thebasemodelsthen
TumerandGhosh(1996)have shovn that

« 1+ (M 1)

a T a
where M is the numberof basemodelsin the ensemble.The effect of the correlations
of the errorsmadeby the basemodelsis madeclearby this equation.If the basemodels
alwaysagreethen = 1;thereforetheerrorsof theensembleandthe basemodelswould
bethesameandtheensemblevould notyield any improvement.If thebasemodels’errors
areindependenthen = 0, whichmeangheensembleserroris reducedy afactorof M
relative to the basemodels’errors. It is possibleto do evenbetterby having basemodels
with anti-correlatecerrors.If = ﬁ thentheensembles errorwould be zero.

Ensembldearningcanbeseerasatractableapproximatiorto full Bayesiariearning.In

full Bayesiarlearning,thefinal learnedmodelis a mixture of a very large setof models—
typically all modelsin a givenfamily (e.g.,all decisionstumps). If we areinterestedn
predictingsomequantity , andwe have a setof modelsh; andatrainingsetT’, thenthe
final learnedmodelis

\P(T|hi) P(hs)
ZP P(h;|T) = ZP hi) O

Full Bayesiariearningcombinegheexplanatorypowerof all themodels(P( |k;)) weighted
by the posteriorprobability of the modelsgiventhe trainingset(P(h;|T)). However, full
Bayesiarlearningis intractablebecausét usesa very large (possiblyinfinite) setof mod-
els. Ensemblesanbeseerasapproximatindull Bayesianearningby usingamixtureof a
smallsetof themodelshaving thehighestposteriomprobabilities(P (h;|T")) or highestik e-
lihoods(P(T|h;)). Ensembldearninglies betweertraditionallearningwith singlemodels
andfull Bayesiarlearningin thatit usesanintermediatenumberof models.
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2.2.2 EnsemblelLearning Algorithms

Theensemblexampleshovnin Figure2.5is anartificial example.We normallycannot
expectto get basemodelsthat make mistakes on completelyseparatgartsof the input
spaceand ensembleghat classify all the examplescorrectly However, thereare mary
algorithmsthat attemptto generatea pool of basemodelsthat make errorsthat are as
uncorrelatedas possible. Methodssuchas bagging(Breiman, 1994), boosting(Freund
& Schapire,1996), and cross-alidation partitioning (Krogh & Vedelsby 1995; Tumer
& Ghosh,1996) promotediversity by presentingeachbasemodelwith a differentsubset
of training examplesor differentweight distributions over the examples. The methodof
errorcorrectingoutputcodeqDietterich& Bakiri, 1995)presentgachbasemodelwith the
sametraining inputsbut differentlabels—foreachbasemodel,the algorithmconstructsa
randompartitioning of the labelsinto two new labels. The training datawith new labels
areusedto train the basemodels.Input Decimation(Oza& Tumer 1999,2001; Tumer&
0Oza,1999)andStochastidttribute SelectionCommitteefSASC)(Zheng& Webb,1998)
insteadpromotediversity by presentingeachbasemodelwith a differentsubsetof input
features. SASC presenteeachbasemodel (the numberof basemodelsis determinedby
hand)with a randomsubsetof features. Input Decimationusesas mary basemodelsas
thereare classesaandtrains eachbasemodelusinga subsetf featureshaving maximum
correlationwith thepresencer absencef its correspondinglass.However, in bothSASC
andInput Decimation,all training patternsareusedwith equalweightto train all the base
models.

The methodsve have just discussediredistinguishedy their methodsof trainingthe
basemodels. We canalsodistinguishmethodsby the way they combinetheir basemod-
els. Majority voting is oneof themostbasicmethodsof combining(Battiti & Colla, 1994;
Hansen& Salamon,1990)andis the methodusedin bagging. If the classifiersprovide
probability values,simpleaveragingis an effective combiningmethodandhasreceved a
lot of attention(Lincoln & Skrzypek,1990; Perrone& Cooper 1993; Tumer& Ghosh,
1996). Weightedaveraginghasalso beenproposedand different methodsfor comput-
ing the weightsof the classifiershave beenexamined(BenediktssonSveinssonErsoy, &

1We explain baggingandboostingin moredetaillaterin this chapter
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Swain, 1994;Hashem& Schmeiserl993;Jacobs;1995;Jordan& Jacobs1994;Lincoln
& Skrzypek,1990;Merz, 1999). Boostingusesa weightedaveragingmethodwhereeach
basemodel’s weightis proportionatto its classificatioraccurag. The combiningschemes
describedso far are linear combiningtechniqueswhich have beenmathematicallyana-
lyzed in depth(Breiman,1994; Hashem& Schmeiser1993; Perrone& Cooper 1993;
Tumer& Ghosh,1996). Therearealsonon-linearensembleschemesncluderank-based
combining(Al-Ghoneimé& Vijaya Kumar 1995;Ho, Hull, & Srihari,1994),belief-based
methods(Rogova, 1994; Xu, Krzyzak, & Suen,1992; Yang& Singh,1994),and order
statisticcombinergTumer& Ghosh,1998; Tumet 1996).

In this thesis,the ensemblemethodsthat we useare baggingandboosting,which we
explain now.

Bagging

BootstrapAggregaing (bagging)generatesnultiple bootstraptraining setsfrom the
original training set and useseachof themto generatea classifierfor inclusionin the
ensemble.The algorithmsfor baggingand doing the bootstrapsampling(samplingwith
replacementpare shovn in Figure 2.6. To createa bootstraptraining setfrom a training
setof size N, we perform N Multinomial trials, wherein eachtrial, we drav oneof the
N examples.Eachexamplehasprobability1/N of beingdrawn in eachtrial. The second
algorithmshavnin Figure2.6doesexactly this—N times,thealgorithmchooses number

from 1 to NV andaddsthe th training exampleto the bootstraptraining setS. Clearly,
someof the original training exampleswill not be selectedor inclusionin the bootstrap
training setand otherswill be chosenonetime or more. In bagging,we createM such
bootstraptraining setsandthengenerateclassifiersusingeachof them. Baggingreturnsa
function h(z) thatclassifiesnew examplesby returningthe classy thatgetsthe maximum
numberof votesfrom thebasemodelsh,, ho, . . ., hy,. In baggingthe M bootstragraining
setsthatarecreatedarelik ely to have somedifferenceslf thesedifferencesareenoughto
inducenoticeabldifferencesamongthe M basemodelswhile leaving their performances
reasonablygood, then the ensemblewill probably perform betterthan the basemodels
individually. (Breiman,1996a)definesmodelsasunstableif differencesn their training
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BaggingT',M)
Foreachm =1,2,..., M,
Ty = ampe_ ith. epa ement(T,N)
him = Ly(Trm)
Returnh ; (z) = ve o I(hm(z) =y)

Sample With _Replacemen(T’,N)

For:=1,2,...,N,
r = random_integer(1, N)
Add T'[r] to

Return .

Figure2.6: BatchBaggingAlgorithm and Samplingwith Replacement?’ is the original training
setof N examples,M is the numberof basemodelsto belearned,L; is the basemodellearning
algorithm,the h;’s arethe classificatiorfunctionsthat take a nev exampleasinput andreturnthe
predictedclassfrom the setof possibleclasses”, random_integer(a, b) is a functionthatreturns
eachof theintegersfrom a to b with equalprobability andZ (A) is theindicatorfunctionthatreturns
1if eventA is trueandO otherwise.

setstendto inducesignificantdifferencesn the modelsand stableif not. Anotherway
of statingthis is that baggingdoesmoreto reducethe variancein the basemodelsthan
the bias, so baggingperformsbestrelative to its basemodelswhenthe basemodelshave

high varianceandlow bias. He notesthatdecisiontreesare unstablewhich explainswhy

baggeddecisiontreesoften outperformindividual decisiontrees;however, Naive Bayes
classifiersarestable which explainswhy baggingwith Naive Bayesclassifierdendsnotto

improve uponindividual Naive Bayesclassifiers.

Boosting

The AdaBoostalgorithm, which is the boostingalgorithm that we use, generatesa
sequencef basemodelswith differentweightdistributionsover thetrainingset. The Ad-
aBoostalgorithmis shovn in Figure2.7. Its inputsareasetof NV trainingexamplesabase
modellearningalgorithm L;, andthe numberM of basemodelsthatwe wish to combine.
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AdaBoos({(z1,y1),---,(zN,yN)}, Lp, M)
Initialize 1(n) =1 Nforalln € {1,2,...,N}.
Form=1,2,...,M:

b = Lo({(z1,91),-- -, (@N,yN)} m)-
Calculatetheerrorof by, m =
If ,, 1 2then,

setM =m 1 andabortthisloop.
Updatedistribution  ;,:

() vy m(n).

L if hm(z ) =1y
mii(n) = mn) ) .
57— otherwise

Output thefinal hypothesis:

hi(z)= e m @y %9

Figure2.7: AdaBoostalgorithm: {(z1,v1),.-.,(zn,yn)} is the setof training examples,L; is
thebasemodellearningalgorithm,and M is the numberof basemodelsto begenerated.

AdaBoostwasoriginally designedor two-classclassificatiorproblemsitherefore for this
explanationwe will assumeéhattherearetwo possibleclassesHowever, AdaBoostis reg-
ularly usedwith a larger numberof classes.Thefirst stepin Adaboostis to constructan
initial distribution of weights ; over the training set. Thefirst distribution in AdaBoost
is onethatassignequalweightto all V training examples.We now entertheloopin the
algorithm.To constructhefirst basemodel,we call L; with distribution ; overthetrain-
ing set? After gettingbacka hypothesish,, we calculateits error ¢; on the training set
itself, which is just the sumof the weightsof the training examplesthat 4; misclassifies.
We requirethate; < 1/2 (thisis the weaklearning assumption—therror shouldbe less
thanwhatwe would achieve throughrandomlyguessinghe class)—ifthis conditionis not
satisfiedthenwe stopandreturntheensembleonsistingof the previously-generatetiase
models.If this conditionis satisfiedthenwe calculateanew distribution 5 overthetrain-
ing examplesasfollows. Examplegshatwerecorrectlyclassifiedby h; have their weights

If  cannottake a weightedtraining set,thenonecancall it with atraining setgeneratedy sampling
with replacementrom the original training setaccordingto the distribution
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multiplied by ﬁ Exampleghatweremisclassifiety h; havetheirweightsmultiplied
by 2L Note that, becausef our conditione; < 1/2, correctlyclassifiedexampleshave
their weightsreducedand misclassifiedexampleshave their weightsincreased.Specifi-
cally, examplesthath; misclassifiechave theirtotal weightincreasedo 1/2 under , and
examplesthat h; correctlyclassifiedhave their total weightreducedo 1/2 under . We
thengointo the next iterationof theloop to constructbasemodelh, usingthetraining set
andthenew distribution 5. We constructM basemodelsin this fashion. The ensemble
returnedoy AdaBoostis afunctionthattakesa newv exampleasinputandreturnsthe class
thatgetsthe maximumweightedvote over the M basemodels,whereeachbasemodel’s
weightis lo (), which is proportionalto the basemodel’s accurag on the weighted
trainingsetpresentedo it.

Clearly, the heartof AdaBoostis the distribution updatingstep. The ideabehindit
is asfollows. We canseefrom the algorithmthate,, is the sum of the weightsof the

misclassifiedexamples.Themisclassifiedexamples'weightsaremultiplied by ZL sothat

1

the sumof their weightsis increasedo ¢,, 57— = % The correctly classifiedexamples

startout having totalweight1 ¢, but their weightsaremultiplied by %TI) therefore,

1
21— )
adjustments thatthe next basemodelwill be generatedy a weaklearner(i.e., the base

the sumof their weightsdecreaseto (1 ¢,,) = 1. Thepoint of this weight
modelwill have errorlessthan1/2); therefore atleastsomeof the examplesmisclassified
by the previousbasemodelwill haveto belearned.

Boostingdoesmoreto reducebiasthanvariance. For this reason boostingtendsto
improve uponits basemodelsmostwhenthey have high biasandlow variance Examples
of suchmodelsare Naive Bayesclassifiersand decisionstumps(decisiontreesof depth
one). Boostings bias reductioncomesfrom the way it adjustsits distribution over the
training set. The examplesthat a basemodel misclassifieshave their weightsincreased,
causingthe basemodellearningalgorithmto focusmore on thoseexamples. If the base
modellearningalgorithmis biasedagainstcertaintraining examples thoseexamplesget
more weight, yielding the possibility of correctingthis bias. However, this methodof
adjustingthe training setdistribution causesoostingto have difficulty whenthetraining
datais noisy (Dietterich,2000). Noisy examplesare normally difficult to learn. Because
of this, the weightsassignedo the noisy examplestendto be higherthanfor the other
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examples,often causingboostingto focustoo muchon thosenoisy examplesand overfit
thedata.

2.3 Online Learning

Online learningis the areaof machinelearningconcernedvith learningeachtraining
exampleonce(perhapsasit arrives)andnever examiningit again.Onlinelearningis nec-
essarywhendataarrivescontinuouslysothatit maybe impracticalto storedatafor batch
learningor whenthedatasets large enoughthatmultiple passeshroughthe datasetvould
taketoolong. An onlinelearningalgorithm L, takesasits inputa currenthypothesis: and
anew trainingexample(z, y). Thealgorithmreturnsa new hypothesighatis updatedo
reflectthenew example.Clearly anonlinelearningalgorithmcanbeusedwhereverabatch
algorithmis requiredby simply calling the online algorithmoncefor eachexamplein the
training set. A losslesonlinelearningalgorithmis analgorithmthatreturnsa hypothesis
identicalto whatits correspondingpatchalgorithmwould returngiventhe sametraining
set.

Someresearcherdave developedonline algorithmsfor learningtraditional machine
learningmodelssuchasdecisiontrees—inthis thesis,we usethe losslessonline decision
tree learningalgorithmof (Utgoff, Berkman,& Clouse,1997). Given an existing deci-
siontreeanda new example,this algorithmaddsthe exampleto the examplesetsat the
appropriatenonterminalandleaf nodesandthenconfirmsthatall the attributesat the non-
terminalnodesandthe classat the leaf nodearestill the best.If any of themarenot, then
they are updatedandthe subtreeselon themarerecheclkd as necessary Naive Bayes
modellearningis performedthe sameway in online andbatchmodes,soonline learning
is clearly lossless.Batchneuralnetwork learningis often performedby making multiple
passegknown in theliteratureasepods) throughthe datawith eachtrainingexamplepro-
cessedneatatime. Soneuralnetworkscanbelearnedonline by simply makingonepass
throughthe data. However, therewould clearly be somelossassociatedvith only making
onepasghroughthedata.

Two online algorithmsthat have beenwell-analyzedn the theoreticalmachinelearn-
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Initial conditions:Foralli € {1,..., M}, ;=1.
Weighted-Majority (x)
For:=1,..., M,

yi = hi(z).
Ify 1 iy i» thenreturnl, elsereturnO.
If thetargetoutputy is notavailable,thenexit.
Fori=1,..., M,

If y; =ythen ; .

Figure2.8: WeightedMajority Algorithm: w = [wiwa ... wn] is the vectorof weightscorre-
spondingto the M predictors,z is the latestexampleto arrive, y is the correctclassificationof
examplez, they; arethe predictionsof the expertsh;.

ing literaturearethe WeightedMajority Algorithm (Littlestone& Warmuth,1994)andthe
Winnow Algorithm (Littlestone,1988)(see(Blum, 1996)for a brief review of thesealgo-
rithms). Both the WeightedMajority andWinnow algorithmsmaintainweightson several
predictorsandincreaseor decreas¢heir weightsdependingon whethertheindividual pre-
dictorscorrectlyclassifyor misclassify respectrely, the trainingexamplecurrentlybeing
considered.For example,Figure 2.8 containsthe WeightedMajority algorithmaslisted
in (Blum, 1996).

Thefirst stepin the algorithmis aninitialization stepthatis only performedonce—it
setsthe weights ; of all the predictorsto 1. The remainingstepsare performedonce
for eachtraining exampleasit arrives. First, the algorithm calculateshe predictionsof
eachpredictoron the new examplez. The ensembles predictionis thenreturned—itis
the classthatgetsthe maximumtotal weightedvote over all the predictors.Eachpredictor
that makesa mistake on that examplehasits weight reducedn half. WeightedMajority
andWinnow have shavn promisein thefew empiricalteststhathave beenperformede.g.,
(Armstrong, Freitag,Joachims& Mitchell, 1995; Blum, 1997)). Thesealgorithmshave
alsobeenprovento performnot muchworsethanthe bestindividual predictor For ex-
ample,given a sequencef training examplesandthe pool of predictors , if thereis a
predictorthatmakesat mostm mistales,thenthe WeightedMajority algorithmwill make
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atmost (lo |A| +m) mistales,where is a constant. This is not surprising,sincewe
would expectthe bad predictorsto make mary more mistakesthanthe good predictors,
leadingto muchlower weightsfor the badpredictors.Eventuallyonly the goodpredictors
would influencethe predictionof theentiremodel.

Work in universalprediction(Merhay & Feder1998;Singer& Fedey1999)hasyielded
algorithmsthat producecombinedpredictorsthatalsoareprovenin the worstcaseto per
form notmuchworsethanthebestindividualpredictor Additionally, SingerandFeder(1999)
discussauniversallinearpredictionalgorithmthatproducesaweightedmixture of sequen-
tial linear predictors. Specifically universalpredictionis concernedvith the problemof
predictingthetth obsenationz ¢t giventhet 1 obserationsz1,z2,...,zt 1 seen
sofar. We would lik e to usea methodthatminimizesthedifferencebetweerour prediction
z t andtheobsenedvaluez ¢ . A linearpredictorof theformz ¢ = 1 (,_l)mt
canbeused,where is theorder(the numberof pastobsenationsusedto make a predic-
tion) and (,_1) for € {1,2,..., } arecoeficientsobtainedby minimizing the sum of
squaredlifferencesetweertheprevioust 1 obsenationsandpredictions: _11(:16
r )= ’11(33 L jlx )2. Usinga th-orderlinearpredictorrequiresus
to selecta particularorder , whichis normally very difficult. This motivatesthe useof a
universalpredictorz , whichyieldsa performance-weightecbmbinationof the outputsof

eachof thedifferentsequentialinear predictorsof ordersl throughsomeM:

M
zt=)Y o txzt,
1

where

l(z,z) = Z(xt T t)%

We cancomparehe universalpredictorto thefull Bayesiarmodelshovn in Equation2.2.
t is theuniversalpredictors versionof P( |h;),i.e., t isanormalizedmeasuref
thepredictve performancef the th-ordermodel,justasP( |h;) isanormalizedneasure
of the performanceof hypothesigh;. Thesemeasuresireusedto weightthe modelsbeing

combined.
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Theuniversalpredictoris a specialcaseof the full Bayesiarmodelbecausef the spe-
cial structureof thepredictorsdbeingcombined.Specifically thesequentialinearpredictors
usedn auniversalpredictorhave muchin common sothatthey canbecomputedn atime-
recursve andorderrecursve manner(see(Singer& Feder 1999)for the algorithm). This
recursve naturemeansthat the compleity of the universalpredictionalgorithmis only

(Mn), wheren is thetotal lengthof the sequence:. Thefull Bayesiarlearneris more
generaln thatits modelsneednot have sucha structure—thenly requirements thatthe
modelsh; in thehypothesislassbe mutuallyexclusve suchthat . P(h;|T) = 1. There-
fore, the complity of the full Bayesianlearnercould, in the worst case,be the number
of modelsmultiplied by the compleity of learningeachmodel. Most ensembleslsodo
not have sucha structureamongtheir basemodels.For example,in ensemblesf decision
treesor neuralnetworks, thereis no recursve structureamongthe differentinstancesof
the models;thereforethe compleity of the learningalgorithmis the numberof models
multiplied by the compleity of eachbasemodelslearningalgorithm.

Thereademayhave noticedthatWeightedMajority, Winnow, andtheuniversalpredic-
tion algorithmjust describednay be thoughtof asensembldearningalgorithmsbecause
they combinemultiple predictors.Ensembldearningalgorithmsgenerallyperformbetter
thantheir basemodels;therefore onemaywonderwhy WeightedMajority, Winnow, and
the universalpredictionalgorithm are only provento have error that is at most slightly
worsethanthe bestpredictor This is becausdghey do not attemptto bring aboutdiver-
sity amongtheir predictorsthe way ensemblelgorithmsdo. Many ensemblelgorithms
requiretheir basemodelsto usedifferentinput featuresputputs trainingexamples distri-
butionsovertrainingexamplesor initial parameterso bring aboutdiversity. Ontheother
hand,WeightedMajority, Winnow, andthe universalpredictionalgorithmdo not assume
thatthereareary differencesn their predictors Withoutany wayto reducethecorrelations
in theerrorsmadeby the predictorsthesealgorithmsareunableto guarantegerformance
betterthanary individual predictors.
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Breiman(T',M ,Ny)
form=1,..., M,

Initializee= ,t= ,T, =

Dountil T,;, = N,
Getthenext trainingexample(z, y) in T'.
t t 1.
lfm=1ory= " I (hi(z) = ),
thenadd(z,y) toT,, ande e 1,
elseadd(z, y) to T, with probability (m) _ where

- (m)
ifm=1
thene (1) = -,
elsee (m)= e (m 1) 2 -
hm = Ly(T},).
returnh ; (z) = v o I(h(z) = y)

Figure2.9: Breimans blocked ensemblealgorithm: Amongtheinputs,T is thetrainingset, M is
the numberof basemodelsto be constructedand N, is the sizeof eachbasemodels training set
(T form € {1,2,...,M}). Ly is thebasemodellearningalgorithm,t is the numberof training
examplesexaminedin the processof creatingeachT,,, ande is the numberof theseexamplesthat
theensemblereviously constructedasemodels(h, . . ., hy,—1) Misclassifies.

2.4 Online EnsemblelLearning

Therehasbeensomerecentwork onlearningensembles anonlinefashion.Breiman(1999)
deviseda “blocked” online boostingalgorithmthattrainsthe basemodelsusing consecu-
tive subset®f training examplesof somefixedsize. The algorithm’s pseudocodés given
in Figure2.9. The usermay chooseM —the numberof basemodels—tobe somefixed
valueor mayallow it to grow up to themaximumpossiblewhich is atmost|T'|/ N,, where
T is the original training setand IV, is the userchosemumberof training examplesused
to createeachbasemodel. For the first basemodel, thefirst N, training examplesin the
training setT areselected.To generatea training setfor the mth basemodelfor m > 1,
thealgorithmdraws the next trainingexamplefrom 7" andclassifiest by unweightedvot-
ing overthem 1 basemodelsgeneratedgofar. If the exampleis misclassifiedthenit
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Figure2.11:TestErrorRates:OnlineBoost-
ing vs. Blocked Boostingwith decisiontree
basemodels.

is includedin the new basemodel’s training set7,,; otherwiseit is includedin T;, with a
probability proportionalto the fraction of training examplesdravn for this modelthatare
misclassified /t) andthepreviousbasemodelserror  (m 1) (donefor the purpose
of smoothing).This methodof selectingexampleds donein orderto train eachbasemodel
usingatrainingsetin which half theexampleshave beencorrectlyclassifiedoy theensem-
ble consistingof the previous basemodelsandhalf have beenmisclassified.This process
of selectingexamplesis doneuntil N, exampleshave beenselectedor inclusionin 7,
at which time the basemodellearningalgorithm L, is calledwith T,, to getbasemodel
h.,. Breimans algorithmreturnsa functionthatclassifiesa nev exampleby returningthe
P

Breimandiscussesxperimentswvith his algorithmusingdecisiontreesasbasemodelsand

classthat receves the maximumnumberof votesover the basemodelsh, Ao, ...

N, rangingfrom 100to 800. His experimentswith one syntheticdataseshavedthatthe
testerrordecreasedorerapidly whenusinglargersubset®f trainingexamples.However,
eachtraining exampleis only usedto updateonebasemodelandeachbasemodelis only
trainedwith IV, exampleswhichis arelatively smallnumber It is generallynotclearwhen
thisis sufficientto achiere performanceomparabldo a typical batchensemblalgorithm
in which all thetrainingexamplesareavailableto generatell of the basemodels.

Figure 2.10 shows a scatterplotof the resultsof comparingAdaBoostto Breimans
blocked boostingalgorithmon the first eight UCI datasetgTable 3.1) usedin the experi-
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Figure2.12: TestError Rates: PrimedOn-

line Boostingvs. Blocked Boostingwith de-
cisiontreebasemodels.

mentsdescribedn Chapter3 and Chapter4. This scatterplot]ik e the otheronesin this
thesis,compareghe error on the testsetof two algorithms. Every point represent®ne
datasetThediagonalline containsthe pointsat which the errorsof thetwo algorithmsare
equal.In Figure2.10,thepointsaboretheline represengéxperimentsn whichboostinghad
alowertestseterrorthanblockedboosting.Pointsbelow theline represenexperimentsn

which blockedboostinghadthelowertestseterror Figure2.11comparesheonlineboost-
ing algorithmwe presentin Chapter4 with the blocked boostingalgorithm. Figure2.12
shaws the resultsof comparingour primedonline boostingalgorithmpresentedn Chap-
ter 4 with the blocked algorithm. In our primedalgorithm,we train with thelesserof the
first 20% of the training setor the first 10000training examplesin batchmodeandtrain

with the remaindelin online mode. In the blocked boostingalgorithm,eachdecisiontree
wastrainedwith 100 examples(V, = 100) exceptfor the Promotersgdatasetwhich only
had 84 training examples,sowe usedN, = 50. Overall, AdaBoostandboth our online
boostingand primedonline boostingalgorithmsperformbetterthanthe blocked boosting
algorithm.

Fernand Givan (2000) presentboth an online baggingalgorithmandonline boosting
algorithm. Their online baggingalgorithmis shavn in Figure2.13. This algorithmselects
eachnew training exampleto updateeachbasemodelwith someprobability thatthe
userfixesin adwance. L, is anonline basemodellearningalgorithmthattakesa current
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Online-Bag(h = {h1, he, ..., hr}.(z,v),p,Lo)
form=1,..., M,
With probabilityp, do
hi  Lo(bm, (z,y))-

Figure 2.13: Online Baggingalgorithm. h = {hy, h, ..., hys} is the setof basemodelsto be
updated,(z,y) is the next training example, p is the userchosenprobability that eachexample
shouldbe includedin the next basemodels training set,and L, is the online basemodellearning
algorithmthattakesabasemodelandtrainingexampleasinputsandreturnsheupdatecdasenodel.

hypothesisandtraining exampleasinput andreturnsa new hypothesisupdatedwith the
new example. In experimentswith varioussettingsfor anddepth-limiteddecisiontrees
asthe basemodels,their online baggingalgorithm never performedsignificantly better
thana singledecisiontree. With low valuesof , the ensemblestecisiontreesare quite
diversebecauseheir training setstendto be very different; however, eachtree getstoo
few training examples,causingeachof themto performpoorly. Highervaluesof allow
thetreesto getenoughtrainingdatato performwell, but their training setshave enoughin
commonto yield low diversityamongthetreesandlittle performanceainfrom combining.
Figure 2.14 shaws the resultsof comparingbatchbaggingto Fernand Givan’s bagging
algorithmon several UCI datasetsFigure2.15 givesthe resultsof comparingour online
baggingalgorithmfrom Chaptei3 to FernandGivan'salgorithmwith = 0. , whichgave
themthe bestresultsin their tests. However, we allowed their algorithmto usedecision
treeswith no depthlimit in orderto allow for afair comparison As we mentionedearliet
baggingtendsto work bestwith basemodelshaving high varianceandlow bias. Therefore,
usingdecisiontreeswith no depthlimit would tendto work best. Both batchbaggingand
our onlinebaggingalgorithmperformcomparablyto FernandGivan’s algorithm.
FernandGivan’s online boostingalgorithmis anonline versionof Arc-x4 (Breiman,
1996b). Arc-x4 is similar to AdaBoostexceptthat whena basemodel 4, is presented
with a training example,that exampleis givenweight1 + , where is the number
of previous basemodelsh,, ..., h,, 1 thathave misclassifiedt. The pseudocodéor the
onlinealgorithmis shavn in Figure2.16. In this algorithm,eachexampleis givenweight
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Online-Arc-x4(h = {hi, ho, ..., har},(z,9),Lo)
Initialize
for ,
if then
Figure 2.16: Online Boostingalgorithm. is the setof basemodelsto be
updated, is thenext trainingexample,and  istheonlinebasemodellearningalgorithmthat

takesa basemodel,trainingexample,andits weightasinputsandreturnsthe updatedbasemodel.

to updateeachbasemodeljustlike Arc-x4. Here, isanonlinebasemodellearning
algorithmthattakesthe currenthypothesisatrainingexample,andits weightasinputand
returnsa new hypothesisupdatedto reflectthe newv examplewith the suppliedweight.
This algorithm was testedon four machinelearningdatasetsthree of which are part of
the UCI MachineLearningRepository(Blake, Keogh,& Merz, 1999),andseveralbranch
predictionproblemsfrom computerarchitectureThe maingoal of theirwork wasto apply
ensembleso branchpredictionandsimilar resource-constrainazhline domains.For this
reasonthey allowedtheir algorithmafixedamountof memoryandexaminedthetrade-of
betweerhaving a larger numberof shallav decisiontreesandhaving a smallernumberof
deepdecisiontrees.Their resultssuggesthat, givenlimited memory a boostedensemble
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with a greaternumberof smallerdecisiontreesis generallysuperiorto one with fewer
largetrees.They oftenachiezedresultsmuchbetterthana singledecisiontree,but did not
comparetheir resultsto any batchensemblealgorithmsincluding Arc-x4 and AdaBoost.
We comparedAdaBoostand our original and primed online boostingalgorithmsto their
online Arc-x4 algorithmandshow theresultsin Figures2.17,2.18,and2.19,respectrely.
We allowed their online Arc-x4 algorithmto usedecisiontreeswithout depthlimits but
with pruning just as we did with AdaBoostand our online boostingalgorithm. Batch
boostingperformsbetterthan online Arc-x4. Our online boostingalgorithmand online
Arc-x4 performcomparably Our primedonline boostingalgorithm outperformedonline
Arc-x4 slightly.

Our approachto online baggingandonline boostingis differentfrom the methodsde-
scribedn thatwe focusonreproducingheadwantage®f baggingandboostingin anonline
setting. Lik e the batchversionsof baggingand boostingand mostotherbatchensemble
algorithms,our algorithmsmalke all the training dataavailable for training all the base
modelsandstill obtainenoughdiversity amongthe basemodelsto yield goodensemble
performance.
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Chapter 3

Bagging

In this chaptey we first describethe bagging(Breiman,1994) algorithmand someof
thetheorybehindit. We thenderivetheonlinebaggingalgorithm.Finally, we comparehe
performancesf thetwo algorithmstheoreticallyandexperimentally

3.1 The BaggingAlgorithm

As we explainedin Chapter2, ensemblenethodsperformbestwhenthey createbase
modelsthat are differentfrom one another BootstrapAggregaing (bagging)(Breiman,
1994),doesthis by draving multiple bootstrapraining setsfrom the original training set
andusingeachof theseto constructabasemodel. Becauseéhesebootstrafrainingsetsare
likely to bedifferent,we expectthe basemodelsto have somedifferencesThealgorithms
for bagginganddoing the bootstrapsampling(samplingwith replacementare shovn in
Figure3.1. Figure3.2 depictsthe baggingalgorithmin action. To createa bootstraprain-
ing setfrom the original training setof size , we perform  multinomial trials where,
in eachtrial, we drav oneof the = examples.Eachexamplehasprobability of be-
ing drawn in eachtrial. The secondalgorithmshaowvn in Figure 3.1 doesexactly this—
times, the algorithmchoosesa number from 1to andaddsthe th training example
to the bootstraprainingset . Clearly someof the original training exampleswill notbe
selectedor inclusionin the bootstraptraining setandotherswill be chosenoneor more
times. In bagging,we create  suchbootstraptraining setsandthengenerateclassifiers
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Bagging , )
For each ,

Return

SampleWith _Replacemenf , )

For ,

Add to
Return .

Figure3.1: BatchBaggingAlgorithm and Samplingwith Replacement: is theoriginal training
setof examples, isthenumberof basemodelsto belearned, is the basemodellearning
algorithm,the ’sarethe classificatiorfunctionsthattake a nev exampleasinput andreturnthe

predictedclass, _ is a function that returnseachof the integersfrom to
with equalprobability and is the indicator function that returnsl if event is trueandO
otherwise.

usingeachof them. In Figure 3.2, the setof threearravs ontheleft (which have “Sample
w/ Replacementabove them) depictssamplingwith replacementhreetimes ( ).

The next setof arrows depictscalling the basemodel learningalgorithm on thesethree
bootstrapsamplego yield threebasemodels. Baggingreturnsa function that clas-
sifiesnew examplesby returningthe class out of the setof possibleclasses thatgets
the maximumnumberof votesfrom the basemodels . In Figure 3.2, three
basemodelsvote for the class.In bagging,the  bootstraptraining setsthatarecreated
arelikely to have somedifferenceslf thesedifferencesareenoughto inducesomediffer-

encesamongthe  basemodelswhile leaving their performanceseasonablygood,then,
asdescribedn Chapter2, theensembles lik ely to performbetterthanthe basemodels.
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Figure3.2: The BatchBaggingAlgorithm in action. The pointson the left sideof the figurerep-
resentthe original training setthatthe baggingalgorithmis calledwith. Thethreearrowns pointing
away from the training setand pointing toward the three setsof points represensamplingwith
replacement.The basemodellearningalgorithmis calledon eachof thesesampledo generatea
basemodel(depictedasa decisiontreehere). Thefinal threearrons depictwhat happensvhena
new exampleto be classifiedarrives—allthreebasemodelsclassifyit andthe classreceving the
maximumnumberof votesis returned.

3.2 Why and When BaggingWorks

It iswell-known in theensembléearningcommunitythatbaggings morehelpfulwhen
the basemodel learningalgorithmis unstable i.e., when small changesn the training
setleadto large changesn the hypothesigeturnedby the learningalgorithm (Breiman,
1996a).Thisis consistentvith whatwe discussedh Chapter2: anensemblaeedgo have
basemodelsthat performreasonablyvell but areneverthelesslifferentfrom oneanother
Baggingis not as helpful with stablebasemodellearningalgorithmsbecausehey tend
to returnsimilar basemodelsin spiteof the differencesamongthe bootstrapraining sets.
Becausef this, thebasemodelsalmostalwaysvotethe sameway, sotheensembleeturns
thesamepredictionasalmostall of its basemodelsJeadingto almostnoimprovementover
thebasemodels.

Breimanillustratesthis asfollows. Givenatrainingset consistingof independent
draws from somedistribution , we canapply a learningalgorithmand get a predictor

thatreturnsa predictedclassgivenanew example . If is anew example
dravn from distribution , thenthe probabilitythat is classifiedcorrectlyis
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where 1,2,...,C is the setof possibleclassedo which an examplecanbelong. Let us

define

i.e.,theprobabilityovertheset of randomlydrawntrainingsetsthatthepredictompredicts
class , thenthe probabilitythat is classifiedcorrectly averagedover randomlydravn

trainingsets,is

where is the probabilitythatanexample is dravn underdistribution . Breiman
definesanaggregatedclassifier , I.e., thepredictorconstructedy
aggreatingthe predictorsconstructedn all the possibletraining sets(baggingobviously
approximateshis). We canwrite the probability of correctclassificatiorof theaggreated

classifieras

Theimprovementn classificatiorperformancehatwe getby aggrgatingcomparedo not

aggreatingis
(3.1)

Equation3.1 shows that aggreating especiallyhelpswith unstablebaseclassifiers. If

the classifiersaretoo stable,i.e., the classifiersnducedby the varioustraining setstend

to agree,then will tendto be closeto 0 or 1, in which case is closeto
and will bequitelow. With unstablébaseclassifiers,

will tendto be away from 0 or 1 leadingto highervaluesof , 1.e., a greaterbenefit
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from aggreation. Clearly aggrejationis often impossiblebecausene typically cannot
obtainall possiblerainingsets.Baggingapproximatesggreationby drawing arelatively
smallnumberof bootstrapraining sets.NeverthelesskEquation3.1 still demonstratethat
themorediversethe basemodelsin termsof their predictionsthe morebaggingimproves
uponthemin termsof classificatiorperformance.

3.3 The Online BaggingAlgorithm

Baggingseemdo requirethatthe entiretraining setbe availableat all timesbecause,
for eachbasemodel,samplingwith replacemenis doneby performing randomdravs
over the entire training set. However, we are ableto avoid this requirementas follows.
We notedearlierin this chapterthat, in bagging,eachoriginal training examplemay be
replicatedzero,one,two, or moretimesin eachbootstragrainingsetbecause¢hesampling
is donewith replacementEachbasemodel’s bootstraptraining setcontains  copiesof
eachof the original trainingexampleswvhere

— — (3.2)

whichis the binomialdistribution. Knowing this, insteadof samplingwith replacemenby
performing randomdraws over the entiretraining set,one could just readthe training
setin order one exampleat a time and drav eachexamplea randomnumber  times
accordingto Equation3.2. If one hasan online basemodellearningalgorithmthen, as
eachtrainingexamplearrives,for eachof the basemodels,we couldchoose according
to Equation3.2 and usethe learningalgorithmto updatethe basemodel with the new
example times. This would simulatesamplingwith replacemenbut allow usto keep
just one training examplein memoryat ary giventime—theentiretraining setdoesnot
have to beavailable.However, in mary onlinelearningscenarioswe donotknow —the
numberof training examples—becausaining datacontinuallyarrives. This meansthat
we cannotuseEquation3.2to choosehe numberof draws for eachtrainingexample.
However, as , Which is reasonablen an online learning scenario,the dis-
tribution of  tendsto a Poisson(1)distribution: —. Now thatwe
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OnlineBagging )
For eachbasemodel , ( )in
Set accordingto

Do times

Return

Figure3.3: OnlineBaggingAlgorithm: is theclassificatiorfunctionreturnedby onlinebagging,
is thelatesttrainingexampleto arrive,and is theonline basemodellearningalgorithm.

have removedthe dependencen , we canperformonline baggingasfollows (seeFig-
ure 3.3): as eachtraining exampleis presentedo our algorithm, for eachbasemodel,
choose and updatethe basemodelwith that example times. New
examplesareclassifiedthe sameway asin bagging: unweightedvoting overthe  base
models.

Online baggingis a goodapproximatiornto batchbaggingto the extentthattheir sam-
pling methodgyeneratesimilar distributionsof bootstragrainingsetsandtheir basemodel
learningalgorithmsproducesimilarhypothesewshentrainedwith similar distributionsover

trainingexamples.We examinethisissuein the next section.

3.4 Convergenceof Batch and Online Bagging

In this section,we prove that, undercertainconditions,the classificationfunction re-
turnedby onlinebaggingconvemesto thatreturnedoy batchbaggingasthenumberof base
modelsandthe numberof training examplestendsto infinity. This meanghatthe classifi-
cationperformancesf theensembleseturnedby batchandonlinebaggingalsoconverge.
The overall structureof our agumentis asfollows. After mentioningsomeknown defini-
tions andtheoremsyve first prove that the bootstrapsamplingdistribution usedin online
baggingconvergesto thatof batchbagging. Thenwe prove thatthe distribution over base
modelsunderonline baggingcorvergesto the analogoudlistribution underbatchbagging
subjectto certainconditionson the basemodellearningalgorithmswhich we discuss.We
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finally establisithecornvergenceof theclassificatiorfunctionsreturnedoy onlineandbatch
bagging.

3.4.1 Preliminaries

In this section,we statesomestandarddefinitions(Grimmett& Stirzaler, 1992)and
prove someessentialemmas.

Definition 1 A sequenceof randomvariables corvergesin probability to a
randomvariable  (written ) if, for all , as
Definition 2 A sequencef vectos whoseelementsre randomvariablescon-
vemesin probability to a vector  of randomvariables(written as ) if the se-
guenceof randomvariables (the th elementsof ) corvergesin
probabilityto  for all where is the numberof elementsn all the
vectos.

Thefollowing is Schefé’s Theorem(Billingsley, 1995). We statethe versionfor dis-
cretedistributionsbecausehatis all we need.

Theorem 1 Define to bea sequencef distributionsand to be anotherdistri-
bution sud that for all values , Whee isthesetof support
for and ,i.e, forall . Thenwehave

Corollary 1 Giventhesameconditionsasin Sdefe’s Theoem,wehave

for all

We now prove the corvergenceof the samplingdistributionsusedin online andbatch
bagging. Let  denotethe training set presentedo the batchbaggingand online bag-
ging algorithms. Use — to denotethe multinomial distribution with
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trials where,in eachtrial, eachof = possibleelementss chosenwith probability —.
Samplingwith replacemengbootstrapping)n the batchbaggingalgorithmis doneby per
forming  independentnultinomial trials whereeachtrial yields one of the  training
examplesfrom , eachof which hasprobability — of beingdravn. This distribution is
— . Define  tobeavectorof length wherethe th element rep-
resentghefractionof thetrialsin whichthe th originaltrainingexample isdravninto
thebootstrappedrainingset  of the th basemodelwhensamplingwith replacement.
Therefore, — — . For example,if we have five training examples
( ), thenonepossiblevaluefor s . Giventhesewe have
, This meanghat, out of the five examplesin  , therearetwo

copiesof , andonecopy of eachof : , and . Example wasleft out.
Define to be the probability of obtaining underbatchbaggings bootstrapping
scheme.

Define  to betheonline baggingversionof . Recallthat, underonline bagging,
eachtraining exampleis chosena numberof timesaccordingto a distribu-

tion. Sincethereare training examples,thereare suchtrials; therefore,the total

numberof examplesdravn hasa distribution. Therefore gachelementof

is distributedaccordingto a — distribution, where . For
example,if we have five training examples( ) and ,
then40%of thebootstrappedrainingsetis copiesof ,and , , and make
up 20%of thetrainingseteach,and wasleft out. However , whichisthetotal size

of the bootstrappedraining set, is not fixed. Clearly, we would needto have that

is a vectorof integerssothatthe numberof timeseachexamplefrom is includedin the
bootstragrainingsetis aninteger. Define to betheprobabilityof obtaining under
onlinebaggings bootstrapsamplingscheme.

We now shaw that the bootstrapsamplingmethodof online baggingis equivalentto
performing  multinomial trials where eachtrial yields one of the  training exam-
ples,eachof which hasprobability — of beingdravn. Therefore —

— andeachelemenif isdistributedaccordingo —
— . Note that this is the sameas the bootstrapsamplingdistribution for
batchbaggingexceptthatthe numberof multinomialtrialsis notfixed. Thislemmamakes
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our subsequentroofseasier
Lemmal if andonly if — .

Proof: We prove this by shaving thatthe probability generatingunctions(Grimmett
& Stirzaler, 1992)for thetwo distributionsarethe same.The probability generatingunc-

tion for a randomvariableis . Theprobability
generatindgunctionfor a randomvariableis

As mentionedabove, the distribution — involvesperform-
ing Bernoulli trials where . By standardesults(Grimmett&

Stirzaler, 1992),we canobtainthegeneratingunctionfor this distribution by composition:

but this is the generatingfunction for a randomvariable,which is what we
wantedto shaw. .

We next shav thatthedistributionsof thebootstrappetrainingsetproportionvectors
underonlineandbatchbaggingcorverge asthe numberof trainingsets  (corresponding
to the numberof basemodels)increasesand as the numberof training examples in
the original training setincreasesSpecifically thesedistributionscorvergein probability.
Define — and — , Which aretheaverage®of thebootstrap
distributionvectorsoverthetrainingsetfor  basemodels.Theelement®f theseaverage
vectorsare — and —

Lemma?2 As and/or ,

Proof: In the batchversionof bagging,to generateeachbasemodel’s bootstrapped
training set,we perform independentrials wherethe probability of draving eachex-
ampleis —. We definethe following indicator variables,for :

and ,

if example isdravnonthe thtrial for the th model
otherwise
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Clearly — forall , , and . The fraction of the th base
model's bootstrappedraining setthat consistsof dravs of examplenumber is
— . Thereforewe have

Our baggedensembleconsistsof ~ basemodels,so we do the above bootstrapping
process times. Over  models,the averagefraction of the bootstrappedraining set
thatconsistof draws of examplenumber is

We have
Therefore,by the Weak Law of Large Numbers,as or , —;
therefore, — ,where isavectorof length whereeveryelements 1.

Now, we shaw that,as or : — , whichimpliesthat

(Grimmett& Stirzaler, 1992).

As mentionedearlier in online bagging,we canrecastthe bootstrapsamplingprocess
asperforming  independenmultinomial trials wherethe probability of draving each
trainingexampleis — and

For online bagging,let us define the sameway that we did for batchbagging
exceptthat . Clearly, —forall , ,and . The
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fractionofthe th basemodelsbootstrappettainingsetthatconsistof dravs of example
number is — . Thereforewe have

where,for , we aredefining - —. Thisis donemerelyfor
cornveniencan this derivation—onecandefinethis to beany valuefrom 0 to 1 andit would
not matterin thelong runsince as

We alsohave, by standardesults(Grimmett& Stirzaler, 1992),

Letuslook atthesecondermfirst. Since  — —, thesecondermis
justthevarianceof a constaniwhichis 0. Sowe only have to worry aboutthefirst term.

Clearly, we would want — , becausewith , there
would be no multinomialtrials, so andthevarianceof a constanis 0.
Continuingtheabove derivation,we have
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Sowe have

Wehave basemodelssowe repeatheabore bootstragrocess times.Over base
modelstheaveragdractionof thebootstrappettainingsetconsistingof draws of example

is
We have
Therefore by the Weak Law of Large Numbers,as or , -,
which meanghat — . Asmentioneckarlier thisimpliesthat . "

Now thatwe have establishedhe convergenceof the samplingdistributions,we go on

to demonstratéhe corvergenceof the baggedensembleshemseles.

3.4.2 Main Result

Let beatraining setwith  examplesandlet be a vectorof length  where
and for all . Define to beafunction
thatclassifiesa new example asfollows. First, drawv a bootstraptrainingset from
of thesamesizeas in which, for all , copiesof the th examplein  areplacedin
. Thesecondstepis to createa hypothesidy calling a batchlearningalgorithmon . In
our proof of corvergence,we use ’sto representhe basemodelsin the batchbagging
algorithm.Define to betheanalogougunctionreturnedby anonlinelearning
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algorithm. We use ’'sto representhe basemodelsin our online baggingalgorithm.
Recallthat the size of the bootstraptraining setis not fixed in online bagging. For this
reason,we include an additionalinput , which is the size of the bootstraptraining set.
Recallthat . Clearly,  mustbeavectorof integersbecaus¢he number
of copiesof eachexamplefrom includedin thebootstraprainingsetmustbeaninteger.

Define , which s the classification
functionreturnedby the batchbaggingalgorithmwhenaslkedto returnanensemblef
basenodelggivenatrainingset . Define

, Which is the analogoudunctionreturnedby online bagging. The distributionsover
and inducedistributionsover the basemodels and
In orderto shawv that (i.e.,thattheensembleeturnedby onlinebag-
ging cornvergesto thatreturnedby batchbagging),we needto have
as and . However, this is clearly not true for all batch
and online basemodellearningalgorithmsbecausehereare bootstraptraining setsthat
online baggingmay producethat batchbaggingcannotproduce. In particular the boot-
straptrainingsetsproducedy batchbaggingarealwaysof thesamesize astheoriginal
trainingset . Thisis not true of online bagging—infact, as , the probability
thatthe bootstraptraining setis of size  tendsto 0. Therefore,supposdhe basemodel
learningalgorithmsreturnsomenull hypothesis if the bootstraptraining setdoesnot
haveexactly examples.n thiscaseas , , I.e.,underonlinebag-
ging, the probability of gettingthe null hypothesidor a basemodeltendsto 1. However,
. In thiscaseclearly doesnotcorvemeto

For our proof of corvergencewe requirethatthe batchandonlinebasemodellearning

algorithmsbe proportional

Definition 3 Let , and be as definedabove If
forall and , thenwesaythatthe batch algorithmthat produced andthe
onlinealgorithmthat produced are proportionalearningalgorithms.

This clearly meanghatour online baggingalgorithmis assumedo useanonline base

Online learningalgorithmsdo not needto be calledwith the entiretraining setat once. We just notate
it this way for corvenienceandbecauseto make the proofseasierwe recastthe online baggingalgorithm’s
onlinesamplingprocessasan offline samplingprocessn our first lemma.
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modellearningalgorithmthatis losslesselative to thebasemodellearningalgorithmused
in batchbagging.However, ourassumptions actuallysomeavhatstronger We requirethat
our basemodellearningalgorithmsreturnthe samehypothesigjiventhesame and . In
particular we assumehatthesize of thebootstrappedrainingsetdoesnot matter—only
the proportionsof every training examplerelative to every othertraining examplematter
For example,if we wereto createa new bootstrappedrainingset by repeatingeach
examplein the currentbootstrappedrainingset , thennotethat would bethe samefor
both and and,of coursetheoriginal trainingset would be the same.We assume
that our basemodellearningalgorithmswould returnthe samehypothesisf calledwith

asthey would if calledwith . This assumptions true for decisiontrees,decision
stumps,andNaive Bayesclassifierdbecausehey only dependon the relative proportions
of trainingexampleshaving differentattribute andclassvalues.However, this assumption
is nottruefor neuralnetworksandothermodelsgeneratedisinggradient-descenéarning
algorithms. For example,trainingwith ~ would give ustwice asmary gradient-descent
stepsastrainingwith , sowe would not expectto getthe samehypothesisn thesetwo
cases.

One may worry thatit is possibleto getvaluesfor  thatonecannotgetfor . In
particular all bootstraptraining setsdravn underbatchbaggingareof size , sofor all
possible , is a vectorof integers. However, this is not true for all possible . For
example,if online baggingcreatesa bootstrapraining setof size , then
would beavectorof integers.If is notavectorof integers,thenclearlybatchbagging
cannotdrav . Thatis, while . Define and to bethesetof
possiblevaluesof and ,respectiely and . Define

,i.e.,thesetof thatcanbeobtainedunderonlinebaggingbut notunderbatchbagging.
We mightbeworriedif ourbasemodellearningalgorithmsreturnsomenull hypothesigor
. We canseewhy asfollows. We have, for all ,
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as . We canrewrite theseasfollows:

If ourbasemodellearningalgorithmsreturnsomenull hypothesigor , thenthesec-
ondtermin the equationfor may prevent corvergenceof

and . We clearlyrequiresomesmoothnessonditionwherebysmallchanges

in do notyield dramaticchangesn the predictionperformancelt is generallytrue that
since : if is a continuousfunction. Our classificationfunc-
tions clearly have discontinuitiesbecausethey return a classwhich is discrete-alued.
However, given Lemma4, we only requirethat our classificationfunctions

and cornverge in probability to someclassifier as . Of
course pbtainingsuchcornvergencerequiresthat be boundedaway from a deci-
sionboundary Thatis, for every , theremustexistan  suchthatfor all ,

forall inan -neighborhoodcround . Thisrequirements clearly
relatedto the notion of stability thatwe discussedn Section3.2. Decisiontreesandneural
networks areunstablewhile Naive Bayesclassifiersanddecisionstumpsarestable;there-
fore, smallchangesn aremorelikely to crossdecisionboundariesn caseof decision
treesand neuralnetworks than in caseof Naive Bayesclassifiersand decisionstumps;
thereforewe canexpectcorvergenceof onlinebaggingto batchbaggingto be slowerwith
unstablebasemodelsthanwith stableones.

Theorem 2 If forall and andif and
converge in probability to someclassifier as , then
as and for all
Proof: Let usdefine . Let and

denotethe distributionsover basemodelsunderbatchandonline bagging re-
spectvely. Clearly, . Since and arecreated
using drawvsfrom and , Which aredistributionsthatcorvergein
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probability, we immediatelyget : n

To summarizewe have proventhatthe classificationfunction of online baggingcon-
vergesto thatof batchbaggingasthenumberof basemodels andthenumberof training
examples tendto infinity if the basemodellearningalgorithmsare proportionalandif
the basemodelsthemseles cornvermgye to the sameclassifieras . We notedthat
decisiontrees,decisionstumpsandNaive Bayesclassifiersareproportional but gradient-
descentearningalgorithmssuchasbackpropagatiofor neuralnetworkstypically arenot
proportional.Basemodelcornvergenceandthereforethe cornvergenceof online baggingto
batchbaggingwould tendto be slower with unstablebasemodelssuchasdecisiontrees
andneuralnetworksthanwith Naive Bayesanddecisionstumps.This is clearlyrelatedto
thenotionof stability thatis importantto the performancef bagging.

We now compareonline baggingandbatchbaggingexperimentally

3.5 Experimental Results

We now discusgheresultsof our experimentghatcomparethe performancesf bag-
ging, onlinebaggingandthebasemodellearningalgorithms.We usedfour differenttypes
of basemodelsin both batchand online bagging: decisiontrees,decisionstumps,Naive
Bayesclassifiersandneuralnetworks. For decisiontrees we reimplementedhelTI learn-
ing algorithm(Utgoff etal., 1997)in C++. ITI allows decisiontreesto belearnedn batch
andonline mode. The online algorithmis lossless. The batchand online Naive Bayes
learningalgorithmsareessentiallydentical,sothe onlinealgorithmis clearlylosslessWe
implementedothbatchandlossles®nlinelearningalgorithmsfor decisionstumps.As we
mentionedbefore,the learningalgorithmsfor decisiontrees,decisionstumps,and Naive
Bayesclassifiersare also proportional. For neuralnetworks, we implementecthe back-
propagatioralgorithm. In the batchensemblealgorithms,we ran neuralnetwork learning
for tenepochsin theonlineensemblalgorithms we canrun throughthetrainingsetonly
once;however, we canvary the numberof updatestepsper example. We presentresults
with oneupdatestepandten updatestepspertraining example.We getworseresultswith
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theseonline methodghanwith the multi-epochbatchmethod,andwe will seehow much
lossthisleadsto in ourensemblealgorithms.Weranall of ourensemblalgorithmsto gen-
erateensemblesf 100basemodels.Weranall of ourexperimentson Dell 6350computers

having 600MegaHertzPentiumlll processors.

3.5.1 The Data

WetestedburalgorithmsonnineUCI dataset¢Blake etal., 1999),two dataset$Census
IncomeandForestCovertype)from the UCI KDD archie (Bay, 1999),andthreesynthetic
datasets.Theseare batchdatasetsi.e., thereis no naturalorderin the data. With these
datasetswe useour learningalgorithmsto generatea hypothesisusinga training setand
thentestthe hypothesisusinga separateestset. We alsoperformedexperimentswith an
onlinedatasetin thatthe dataarrivesasa sequencandthelearningalgorithmis expected
to generate predictionfor eachexampleimmediatelyuponarrival. The algorithmis then
giventhe correctanswemwhich is usedto incrementallyupdatethe currenthypothesisWe
describethis setof experimentsin Section3.5.4. We give the sizesand numbersof at-
tributesandclasse®f thebatchdatasetén Table3.1. Every dataseexceptCensudncome
wassuppliedasjust onedatasetsowe testedthe batchalgorithmsby performingtenruns
of five-fold crossvalidationon all the datasetsxceptCensudncome,for which we just
ran with the suppliedtraining andtestset. In general -fold crossvalidation consistsof
randomlydividing the datainto  nearlyequalsizedgroupsof examplesandrunningthe
learningalgorithm timessuchthat,onthe th run,the th groupis usedasthetestsetand
theremaininggroupsarecombinedo form thetrainingset. After learningwith thetraining
set,theaccurag onthe th testsetis recorded.This processyields results. Therefore,
ourtenrunsof five-fold crossvalidationgeneratedO resultswhich we averagedo getthe
resultsfor our batchalgorithms.Becausenline algorithmsareoften sensitve to the order
in whichtrainingexamplesaresupplied for eachtrainingsetthatwe generatedye ranour
onlinealgorithmswith five differentordersof the examplesin thattraining set. Therefore,
theonlinealgorithms’resultsareaveragesover 250runs.

All threeof our syntheticdatasetfiave two classesThe prior probability of eachclass
is 0.5,andevery attribute exceptthelastoneis conditionallydependentiponthe classand
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Table3.1: Thedatasetsisedin our experiments.For the Censudncomedatasetywe have
giventhe sizesof the suppliedtraining andtestsets. For the remainingdatasetsywe have
giventhesizesof thetrainingandtestsetsin our five-fold cross-alidationruns.

DataSet Training| Test | Inputs| Classes
Set Set

Promoters 84 22 57 2
Balance 500 125 4 3
BreastCancer 559 140 9 2
GermanCredit 800 200 20 2
CarEvaluation 1382 346 6 4
Chess 2556 640 36 2
Mushroom 6499 1625 22 2
Nursery 10368 | 2592 8 5
Connect4 54045 | 13512 42 3
Synthetic-1 80000 | 20000 | 20 2
Synthetic-2 80000 | 20000 | 20 2
Synthetic-3 80000 | 20000 | 20 2
Censudncome | 199523 | 99762 39 2
ForestCovertype| 464809 | 116203| 54 7

Table3.2: for in SyntheticDatasets

0.8 0.2
0.9 0.1

the next attribute. We setup the attributesthis way becausehe Naive Bayesmodelonly
representshe probabilitiesof eachattribute giventhe class,andwe wanteddatathatis not
realizableby a single Naive Bayesclassifierso thatbaggingandboostingaremorelik ely
to yield improvementoverasingleclassifier The probabilitiesof eachattributeexceptthe
lastone( for ) areasshawvn in Table3.2. Notethateachattribute
dependgjuite stronglyon
The only differencebetweenthe threesyntheticdatasetss . In Synthetic-1,
and . In Synthetic-2theseproba-
bilities are0.1and0.8,while in Synthetic-3theseare0.01and0.975,respectrely. These
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Table3.3: Resultgfractioncorrect):batchandonline bagging(with DecisionTrees)

| Dataset | DecisionTree| Bagging| Online Bagging]

Promoters 0.7837 0.8504 0.8613
Balance 0.7664 0.8161 0.8160
BreastCancer 0.9531 0.9653 0.9646
GermanCredit 0.6929 0.7445 0.7421
CarEvaluation 0.9537 0.9673 0.9679
Chess 0.9912 0.9938 0.9936
Mushroom 1.0 1.0 1.0
Nursery 0.9896 0.9972 0.9973

differencedeadto varyingdifficultiesfor learningNaive Bayesclassifiersand;therefore,
differentperformance®f singleclassifiersandensemblesWe testedour algorithmswith

all four basemodelsonthesesyntheticdataseteventhoughthey weredesignedvith Naive

Bayesclassifieran mind.

3.5.2 Accuracy Results

Tables3.3,3.4,3.5,3.6,and3.7 showv theaccuracie®f the singlemodel,bagging,and
online baggingwith decisiontrees,Naive Bayes,decisionstumps,neuralnetworks with
one updatestepper training example,and neuralnetworks with ten updatesper training
example,respectiely. In caseof decisiontrees,Naive Bayes,and decisionstumps,the
batchandonline singlemodelresultsarethe samebecausehe online learningalgorithms
for thesemodelsarelosslessThereforewe only give onecolumnof singlemodelresults.
In caseof neuralnetworks,we shav thebatchandonlinesingleneuralnetwork resultssep-
aratelybecausenline neuralnetwork learningis lossy Boldfaceentriesrepresentases
whenthe ensemblealgorithmsignificantly (t-test, ) outperformedh singlemodel
while italicized entriesrepresentasesvhenthe ensemblealgorithmsignificantly under
performedrelative to a singlemodel. Entriesfor a batchor online algorithmthathave a
“*” next to themrepresentasedor whichit significantlyoutperformedts online or batch
counterpartrespectiely.

The resultsof running decisiontree learningand batchand online baggingwith de-
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Table3.4: Resultgfractioncorrect):batchandonline bagging(with Naive Bayes)

| Dataset | Naive Bayes| Bagging| OnlineBagging|

Promoters 0.8774

Balance 0.9075 0.9067 0.9072
BreastCancer 0.9647 0.9665 0.9661
GermanCredit 0.7483 0.748 0.7483
CarEvaluation 0.8569 0.8532 0.8547

Chess 0.8757 0.8759*
Mushroom 0.9966 0.9966 0.9966

Nursery 0.9031 0.9029
Connect4 0.7214 0.7212 0.7216
Synthetic-1 0.4998 0.4996 0.4997
Synthetic-2 0.7800 0.7801 0.7800
Synthetic-3 0.9251 0.9251 0.9251
Census-Income 0.7630 0.7637 0.7636
ForestCovertype 0.6761 0.6762 0.6762

cision tree basemodelsare shavn in Table 3.3. We ran decisiontree learningand the
ensemblalgorithmswith decisiontreebasemodelson only the eight smallestdatasetsn
our collectionbecausehe Tl algorithmis too expensve to usewith larger datasetsn on-
line mode. Batchbaggingandonline baggingperformedcomparablyto eachother This
canbe seenin Figure 3.4, a scatterploof the error ratesof batchandonline boostingon
the testsets—eaclpoint represent®nedataset.Pointsabove the diagonalline represent
datasetdor which the error of online baggingwashigherthanthat of batchbaggingand
pointsbelow the line representlatasetdor which online bagginghadlower error. Batch
andonline baggingsignificantlyoutperformediecisiontreeson all exceptthe Mushroom
datasetwhichis clearly so easyto learnthatonedecisiontreewasableto achiee perfect
classificatiorperformancen thetestset,sotherewasno roomfor improvement.

Table 3.4 gives the resultsof running Naive Bayesclassifiersand batchand online

Thisis becauseasexplainedin Chapter2, whena decisiontreeis updatednline,thetestsat eachnode
of the decisiontree have to be checled to confirm that they are still the bestteststo useat thosenodes.
If ary testshave to be changedhenthe subtreeselon that nodemay have to be changed. This requires
runningthroughthe appropriatdraining examplesagainsincethey have to be assignedo differentnodesin
thedecisiontree. Thereforethedecisiontreesmuststoretheir trainingexampleswhichis clearlyimpractical
whenthetrainingsetis large.
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Figure3.4: TestError Rates:BatchBagging Figure3.5: TestError Rates:BatchBagging
vs. Online Baggingwith decisiontree base vs. Online Baggingwith Naive Bayesbase
models. models.

baggingwith Naive Bayesbasemodels. The baggingalgorithmsperformedcomparably
to eachother (Figure 3.5) and mostly performedcomparablyto the single models. We
expectedhis becausef the stability of Naive Bayes,which we discussedn Chapter2.
Table 3.5 shows the resultsof running decisionstumpsand baggingand online bag-
ging with decisionstumps. Baggingandonline baggingonly significantly outperformed
decisionstumpsfor the two smallestdatasets—fothe remainingdatasetsthe baggingal-
gorithmsperformedcomparablyto decisionstumps. From both the tableand Figure 3.6,
we canseethat batchandonline baggingwith decisionstumpsperformedcomparablyto
eachother Justaswith Naive Bayesclassifierlearning,decisionstumplearningis known
to be stable(Breiman,1996a),s0 onceagainwe do not have enoughdiversity amongthe
basemodelsto yield significantlybetterperformancdor baggingandonline bagging.
Table3.6 shawvs theresultsof runningneuralnetwork learningandbaggingandonline
baggingwith neuralnetwork basemodels. For the online resultsin this table, the neural
networks weretrainedusingonly one updatestepper training example. Recallthat, with
our batchalgorithms,we trainedeachneuralnetwork by cycling throughthe datasetlO
times(epochs).We canseefrom boththe tableandFigure 3.7 thatonline neuralnetwork
learningoften performedmuchworsethanbatchneuralnetwork learning;therefore,it is
not surprisingthat online baggingoften performedmuchworsethanbatchbagging(Fig-
ure 3.8), especiallyon the smallerdatasets.Unfortunately online baggingalso did not
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Table3.5: Resultgfractioncorrect):batchandonline bagging(with decisionstumps)

| Dataset | DecisionStump| Bagging| OnlineBagging|

Promoters 0.7710 0.8041 0.8113
Balance 0.5989 0.7170 0.7226
BreastCancer 0.8566 0.8557 0.8564
GermanCredit 0.6862 0.6861 0.6862
CarEvaluation 0.6986 0.6986 0.6986
Chess 0.6795 0.6798 0.6792
Mushroom 0.5617 0.5617 0.5617
Nursery 0.4184 0.4185 0.4177
Connect4 0.6581 0.6581 0.6581
Synthetic-1 0.5002 0.4996 0.4994
Synthetic-2 0.8492 0.8492 0.8492
Synthetic-3 0.9824 0.9824 0.9824
Census-Income 0.9380 0.9380 0.9380
ForestCovertype 0.6698 0.6698 0.6698

improve upononlineneuralnetworksto theextentthatbatchbaggingimproveduponbatch
neuralnetworks. This difficulty is remediedfor the caseof the online algorithmswhere
the neuralnetworks weretrainedwith tenupdatestepspertrainingexample.As shavnin
Table 3.7, online baggingperformedsignificantlybetterthanonline neuralnetworks most
of thetime. The batchalgorithmscontinuedto performsignificantlybetterthanthe online
algorithmswith 10 updategerexample(Figure3.9andFigure3.10),but notto aslargean
extentasin theoneupdatecase.

In summary with basemodelsfor which we have proportionallearningalgorithms
(decisiontree,decisionstump,Naive Bayes),online baggingachiezed comparableclassi-
fication performancdo batchbagging. As expected,both baggingalgorithmsimproved
significantly upon decisiontreesbecausedecisiontree learningis unstable,and did not
improve significantlyuponNaive Bayesanddecisionstumpswhich arestablelearningal-
gorithms.With neuralnetworks, the poorerperformancesf the online basemodelsled to
pooremerformancef theonlinebaggingalgorithm.However, especiallyin largerdatasets,
thelossin performancedueto online neuralnetwork learningwaslow, which led to low
lossin the performanceof online bagging. This small performanceeductionmay be ac-
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ceptablegiventhe greatreductionin runningtime. We examinethe runningtimesof the
algorithmsin the next section.

3.5.3 Running Times

The runningtimesof all the algorithmson all the datasetsxplainedin the previous
sectionare shown in Tables3.8, 3.9, 3.10,and 3.11. The runningtimes with decision
trees,decisionstumps,and Naive Bayesclassifiersare generallycomparableand quite
low relative to the runningtimesfor boostingthat we will examinein the next chapter
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Table3.6: Resultgfractioncorrect):batchandonlinebagging(with neuralnetworks). The
column“Neural Network” givesthe averagetestsetperformancef runningbackpropaga-
tion with 10 epochson the entiretrainingset. “Online NeuralNet” is theresultof running
backpropagatiowith oneupdatesteppertrainingexample.

Dataset Neural | Bagging| Online Online
Network NeuralNet | Bagging
Promoters 0.8982* | 0.9036* | 0.5018 0.5509
Balance 0.9194* | 0.9210 0.6210 0.6554
BreastCancer | 0.9527* | 0.956% 0.9223 0.9221
GermanCredit | 0.7469 | 0.7495* | 0.7479
CarEvaluation | 0.9422* | 0.9648 0.8452 0.8461

Chess 0.9681* | 0.982F 0.9098 0.9277
Mushroom 1* 1* 0.9965 0.9959
Nursery 0.9829* * 0.9220

Connect4 0.8199* | 0.8399% 0.7717
Synthetic-1 0.7217*| 0.7326 0.6726 0.6850
Synthetic-2 0.8564* | 0.8584 0.8523 0.8524
Synthetic-3 0.9824 | 0.9824 0.9824 0.9824

Census-Income| 0.9519 | 0.9533 0.9520 0.9514
ForestCovertype| 0.7573* | 0.778% 0.7381 0.7416

The runningtimesof online baggingwith ten-updateneuralnetworks arelower thanthe
runningtimesof batchbagginglargely becaus@achneuralnetwork in batchbaggingruns
throughthe training set 10 times, so baggingoverall runsthroughthe training set 1000
times, whereasonline baggingonly runsthroughthe training setonce. This makes an
especiallybig differenceon larger datasetsvhere fewer passedhroughthe training set
meandessdatabeingswappedbetweenhe computers cache main memory andvirtual
memory Not surprisingly online baggingwith one updateper neuralnetwork ran much
fasterthanbatchbaggingbecaus®nlinebaggingnotonly passedhroughthedatasefewer
timesthanbatchbagging but hadsubstantiallyfewer backpropagationpdategpertraining
example(oneupdateperbasemodel)thanbatchbagging(tenupdategperbasemodel).
Clearly, the mainadwantagethat online bagginghasover batchbaggingis the sameas
theadwantagehatonlinelearningalgorithmsgenerallyhave overbatchlearningalgorithms—
the ability to incrementallyupdatetheir hypothesesvith new training examples.Givena
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Figure 3.10: TestError Rates: Batch Bag-
ging vs. Online Baggingwith neuralnetwork
basemodels.

fixed training set, batchlearning algorithmsoften run fasterthan online learningalgo-
rithmsbecausdatchalgorithmscanoftensettheir parameterenceandfor all by viewing
theentiretrainingsetat oncewhile onlinealgorithmshave to updatetheir parametersnce
for every training example. However, in situationswherenew training examplesare ar-
riving continually batchlearningalgorithmsgenerallyrequirethatthe currenthypothesis
be thrown away andthe entire previously-learnedraining set plus the new examplesbe
learned. This often requiresfar too muchtime andis impossiblein casesvherethereis
moredatathancanbe stored. The ability to incrementallyupdatelearnedmodelsis most
critical in situationsn which datais continuallyarriving anda predictionmustbereturned
for eachexampleasit arrives.We describesucha scenaridn the next section.

3.5.4 Online Dataset

In this section,we discussour experimentswith a datasethatrepresents true online
learningscenario.This datasets from the CalendarAPprentice(CAP) project(Mitchell,
CaruanaFreitag,McDermott,& Zabawski, 1994). The memberof this projectdesigned
a personalkcalendamprogramthat helpsuserskeeptrack of their meetingschedules.The
softwareprovidesall the usualfunctionality of calendasoftwaresuchasadding,deleting,
moving, and copying appointments. However, this software hasa learningcomponent
that learnsuserpreference®f the meetingtime, date,location, and duration. After the
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Table3.7: Results(fraction correct): online algorithms(with neuralnetworkstrainedwith
10 updatestepspertrainingexample).

Dataset Neural | Bagging| Online Online
Network NeuralNet | Bagging
Promoters 0.8982* | 0.9036* 0.8036
Balance 0.9194* | 0.9210G 0.8965 0.9002
BreastCancer | 0.9527* | 0.956% 0.9020 0.8987
GermanCredit | 0.7469* | 0.7495* 0.7062 0.7209
CarEvaluation | 0.9422* | 0.9648& 0.8812 0.8877

Chess 0.9681* | 0.982F% 0.9023 0.9185
Mushroom 1* 1* 0.9995
Nursery 0.9829* * 0.9411 0.9396

Connect4 0.8199* | 0.839% 0.7042 0.7451
Synthetic-1 0.7217*| 0.7326 0.6514 0.6854
Synthetic-2 0.8564* | 0.8584 0.8345 0.8508
Synthetic-3 0.9824* | 0.9824 0.9811 0.9824

Census-Income| 0.9519* | 0.9533 0.9487 0.9487
ForestCovertype| 0.7573* | 0.778F 0.6974 0.7052

userentersvariousattributes of a meetingto be setup (e.g., the numberof attendees),
the softwaremay, for example,suggesto the userthatthe durationof the meetingshould
be 30 minutes. The usermay then eitheracceptthat suggestioror may entera different
duration.Theusers selections usedto make atrainingexamplethatis thenusedto update
the software’s currenthypothesisof whatthe users preferreddurationis asa function of
the othermeetingattributes. The software maintainsone hypothesidor eachvalueto be
predicted(meetingtime, date,location,andduration). In CAP, the hypothesids a setof
rulesextractedfrom a decisiontreeconstructedy aproceduresimilarto ID3. Every night,
a new decisiontree is constructedusing 120 randomly-selecte@ppointmentdrom the
usersprevious180appointmentg$this numbemnwaschoserthroughtrial anderror). A setof
rulesis extractedfrom this decisiontreeby convertingeachpathin thedecisiontreeinto an
if-thenrule, wherethe“if ” portionis the conjunctionof thetestsat eachnonterminahode
alongthepath,andthe“then” portionis theclassattheleafnodeof the path.Preconditions
of theserules are removed if the removal doesnot resultin reducedaccurag over the
previous180appointmentsAny new rulesthatareduplicatef previously-generatecdules
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Table3.8: RunningTimes(seconds)batchandonline bagging(with DecisionTrees)

| Dataset | DecisionTree| Bagging| Online Bagging]

Promoters 0.16 1.82 1.88
Balance 0.18 1.66 1.96
BreastCancer 0.18 1.88 2.28
GermanCredit 0.22 8.98 9.68
CarEvaluation 0.3 4.28 4.28
Chess 0.98 20.4 20.22
Mushroom 1.12 22.6 23.68
Nursery 1.22 29.68 32.74

areremoved. Theremainingnew rulesarethensortedwith the previously-generatedules
basedon their accurag over the previous 180 appointments For the entire next day, the
softwareusesheserulesto give theuseradvice.Specifically in thesortedlist of rules,the
first rule whosepreconditiongnatchthe known attributesof the meetingto be scheduleds
usedto givetheuserasuggestion.

The datasethat we experimentedwith containsoneusers 1790appointmentover a
two-yearperiod. Every appointmenhas32inputattributesandfour possibletargetclasses.
We ran our basemodel learningalgorithmsand our online ensemblealgorithmson this
datasetvith theaim of predictingtwo differenttargets:the desireddurationof the meeting
(of whichthereare13 possiblevalues)andtheday of theweek(of whichtherearesix pos-
sible values—theuserchoseto never schedulaneetingdor Sunday). Thebasicstructure
of our online methodof learningis givenin Figure3.11. Thatis, for eachtraining exam-
ple, we first predictthe desiredtarget usingthe currenthypothesis.This predictionis the
suggestiorthat would be suppliedto the userif our learningalgorithmwasincorporated
in the calendarsoftware. We thenobtainthe desiredvalue of the target—in our case we
obtainit from the datasetut in generalthis would be obtainedfrom the user We then
checkwhetherour currenthypothesisorrectlypredictedhetargetandupdateour running
total of the numberof errorsmadeso far if necessary Thenwe usethe online learning
algorithmto updateour currenthypothesiswith this nev example.

We ranevery algorithmseparatelyor eachtarget.



Table3.9: RunningTimes(seconds)batchandonline bagging(with Naive Bayes)

| Dataset | Naive Bayes| Bagging| OnlineBagging|
Promoters 0.02 0.2 0.22
Balance 0.02 0.1 0.1
BreastCancer 0.02 0.14 0.32
GermanCredit 0.02 0.14 0.38
CarEvaluation 0.04 0.34 0.44
Chess 0.42 1.02 1.72
Mushroom 0.38 2.14 3.28
Nursery 0.86 1.82 3.74
Connect-4 6.92 33.98 42.04
Synthetic-1 7.48 45.6 64.16
Synthetic-2 5.94 44.78 74.84
Synthetic-3 4.58 44.98 56.2
Census-Income 56.6 131.8 157.4
ForestCovertype 106.0 371.8 520.2
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Table3.10: RunningTimes(seconds)batchandonline bagging(with decisionstumps)

Dataset | DecisionStump| Bagging| OnlineBagging|

Promoters 0.2 0.2 0.3
Balance 0.14 0.14 0.2
BreastCancer 0.1 0.28 0.3
GermanCredit 0.36 0.46 0.56
CarEvaluation 0.1 0.14 0.28
Chess 1.46 15 2.98
Mushroom 0.8 2.04 2.68
Nursery 0.26 19.64 5.1
Connect-4 5.94 53.66 33.72
Synthetic-1 3.8 26.6 28.02
Synthetic-2 3.82 30.26 28.34
Synthetic-3 4.06 29.36 36.04
Census-Income 514 124.2 131.8
ForestCovertype 176.64 594.34 510.58
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Table 3.11: Runningtimes (seconds):batchand online bagging(with neuralnetworks).
(1) indicatesone updateper training exampleand (10) indicates10 updatesper training
example.

Dataset Neural | Bagging | Online| Online | Online Online
Network Net(1) | Bag(l) | Net(10)| Bag(10)
Promoters 2.58 442.74 0.1 32.42 2.34 334.56
Balance 0.12 12.48 0.02 1.48 0.14 11.7
BreastCancer 0.12 8.14 0.06 0.94 0.18 6.58
GermanCredit 0.72 73.64 0.1 7.98 0.68 63.5
CarEvaluation 0.6 36.86 0.1 3.92 0.46 36.82
Chess 1.72 166.78 0.38 20.86 1.92 159.8
Mushroom 7.68 828.38 1.2 129.18 6.64 657.48
Nursery 9.14 1118.98 | 1.54 140.02 9.22 1004.8
Connect-4 2337.62| 156009.3 | 356.12| 28851.42| 1133.78| 105035.76
Synthetic-1 142.02 | 15449.58| 17.38 | 2908.48 | 149.34 | 16056.14
Synthetic-2 300.96 | 24447.2 | 17.74 | 3467.9 | 124.22 | 13327.66
Synthetic-3 203.82 | 17672.84| 24.12 | 2509.6 | 117.54 | 12469.1
Census-Income| 4221.4 | 201489.4| 249 23765.8 | 1405.6 | 131135.2
ForestCovertype| 2071.36| 126518.76) 635.48| 17150.24| 805.04 | 73901.86

Theresultsof predictingthe day of the weekandthe desiredmeetingdurationusing
thebaseclassifieran isolationandaspartof onlinebaggingareshavnin Table3.12. They
aretheresultsof runningthealgorithmshown in Figure3.11with  replacedy thebase
modellearningalgorithmsandthe online baggingalgorithmswith thesebasemodels.The
accurag onthe th exampleis measuredo bel if thehhypothesidearnedonlineusingthe
previous examplesclassifieghe th examplecorrectly andO otherwise.Thevalues
givenin thetablearethe averageaccuraciesver all theexamplesin the dataset.

To provide a basisfor comparison.the learningalgorithm usedin the CAP project
hadan averageaccurag of around0.50for day of the weekandaround0.63for meeting
duration. Decisionstumps,Naive Bayesclassifiers,and neuralnetworks aswell asthe
baggingalgorithmswith theseasbasemodelswerenot competitve. Decisiontreelearning
was competitve (averageaccurag 0.5101for day of the weekand 0.6905for meeting
duration)and online baggingwith decisiontreesperformedrelatively well (0.5536and
0.7453)onthesetasks.Thisis consistentvith the CAP designersdecisionto usedecision
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Initial condition:

OnlineLearning( )
Give suggestion
Obtainthedesiredargetvalue .
if , then

Figure3.11: Basicstructureof online learningalgorithmusedto learnthe calendadata. is the
currenthypothesis, isthelatesttrainingexampleto arrive,and  is theonlinelearningalgorithm.

treelearningin their program.Our online algorithmclearly hasa major benefitover their
method:we areableto learnfrom all the training dataratherthanhaving to usetrial and
errorto selecta window of pastexamplesto learnfrom, which is the only way to make
mostbatchalgorithmspracticalfor this type of problemin which datais continuallybeing
generated.

3.6 Summary

In thischapteywefirst reviewedthebaggingalgorithmanddiscussedheconditionsun-
derwhichit tendsto work well relative to singlemodels.We thenderivedanonlinebagging
algorithm. We proved the corvergenceof the ensemblegeneratedy the online bagging
algorithmto that of batchbaggingsubjectto certainconditions. Finally we comparedhe
two algorithmsempirically on several “batch” dataset®f varioussizesandillustratedthe
performancef onlinebaggingin adomainin which datais generateaontinuously



Table3.12: Resultg(fractioncorrect)on CalendarApprenticeDataset

DecisionTrees

Tamget SingleModel | OnlineBagging
Day 0.5101 0.5536
Duration 0.6905 0.7453
Naive Bayes
Tamget SingleModel | OnlineBagging
Day 0.4520 0.3777
Duration 0.1508 0.1335
DecisionStumps
Tamget SingleModel | OnlineBagging
Day 0.1927 0.1994
Duration 0.2626 0.2553
NeuralNetworks (one
updateperexample)
Tamget SingleModel | OnlineBagging
Day 0.3899 0.2972
Duration 0.5106 0.4615
NeuralNetworks (ten
updategperexample)
Tamget SingleModel | OnlineBagging
Day 0.4028 0.4380
Duration 0.5196 0.5240
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Chapter 4
Boosting

In this chapterwe first describeheboostingalgorithmAdaBoost(Freund& Schapire,
1996, 1997) and someof the theory behindit. We then derive our online boostingal-
gorithm. Finally, we comparethe performance®f the two algorithmstheoreticallyand

experimentally

4.1 Earlier BoostingAlgorithms

The first boostingalgorithm (Schapire, 1990) was designedto corvert a weak PAC-
learningalgorithminto a strongPAC-learningalgorithm (see(Kearns& Vazirani, 1994)
for a detailedexplanationof the PAC learningmodeland Schapires original boostingal-
gorithm). In the PAC (ProbablyApproximatelyCorrect)modelof learning,a learnerhas
accesdo asetof labeledexamplesof theform whereeach is choserrandomly
from afixedbut unknonvn probabilitydistribution  overthedomain , and isthetamget
concepthatthelearneris trying to learn. Theconcept is dravn from someconceptlass

and if the example is in the conceptand if not. The learneris
expectedto returna hypothesis which hopefully hassmall error, which
is definedto be —this is the probability that the hypothesisandtrue

conceptdisagreeon an exampledravn randomlyfrom the samedistribution usedto gen-
eratethe training examples.A strongPAC-learningalgorithmis an algorithmthat, given
ary : , and accesdo training examplesdravn randomlyfrom |, returnsa
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hypothesi$aving erroratmost with probabilityatleast . Thealgorithmmustdo this

in arunningtime polynomialin , the compl«ity of the target conceptandsome

appropriatemeasureof the dimensionalityof the examplespace. A weak PAC-learning

algorithmis the sameasa strongPAC-learningalgorithmexceptthatthe setof acceptable

valuesfor mayberestricted.More precisely theremustexist some suchthatary
may beselected.

A boostingalgorithmis formally definedto beanalgorithmthatcornvertsaweaklearn-
ing algorithminto a stronglearningalgorithm. Thatis, it boostsa learningalgorithmthat
performsslightly betterthan randomchanceon a two-classprobleminto an algorithm
thatperformsvery well onthatproblem.Schapires original boostingalgorithm(Schapire,
1990)is arecursve algorithm. At thebottomof therecursionjt combineghreehypotheses
generatedby theweaklearningalgorithm. The errorof this combinationis provably lower
thanthe errorsof the weakhypothesesThreeof thesecombinationsarethenconstructed
andcombinedto form a combinationwith still lower error Additional levelsin therecur
sionareconstructedintil the desirederror boundis reached Freund(Freund,1995)later
devised the “boost-by-majority” algorithm which, like the original algorithm, combines
mary weakhypotheseshut it combineghemall at the samelevel, i.e., thereis no multi-
level hierarchyasthereis for the original boostingalgorithm. However, this algorithmhas
onepracticaldeficieng: thevalueof asdefinedabove (the amountby which the weak
learningalgorithmperformsbetterthanrandomchancehasto be known in advance.The
AdaBoostalgorithmeliminatesthis requirement.In fact, it is called Adaboostbecausat
adaptgo the actualerrorsof the hypotheseseturnedby the weaklearningalgorithm. As
explainedin Chapter2, AdaBoostis anensembldearningalgorithmthatcombinesa setof
basemodelsmadediverseby presentinghe basemodellearningalgorithmwith different
distributionsover thetraining set. We explain how this happensiow.

4.2 The AdaBoostAlgorithm

The AdaBoostalgorithm, which is the boostingalgorithm that we use, generates
sequencef basemodelswith differentweightdistributionsover thetrainingset. The Ad-
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AdaBoos{ )
Initialize for all
For

Calculatetheerror of
If then,

set andabortthis loop.
Updatedistribution forall ,

— f
— otherwise

Output thefinal hypothesis:

Figure4.1: AdaBoostalgorithm: is the setof training examples, is
thebasemodellearningalgorithm,and is thenumberof basemodelsto begenerated.

aBoostalgorithmis shovn in Figure4.1. Figure4.2 depictsAdaBoostin action. Its inputs
areasetof trainingexamplesabasemodellearningalgorithm , andthe number

of basemodelsthatwe wish to combine.AdaBoostwasoriginally designedor two-class
classificationproblems;therefore for this explanationwe will assumehattherearetwo
possibleclasses.However, AdaBoostis regularly usedwith a larger numberof classes.
Thefirst stepin Adaboosis to constructaninitial distributionof weights  overthetrain-
ing setwhich assignsequalweightto all  training examples. For example,a setof 10
training exampleswith weight eachis depictedin Figure4.2in the leftmostcolumn
whereevery box, which representsnetrainingexample,is of the samesize.We now enter
the loop in the algorithm. To constructthe first basemodel,we call  with thetraining
setweightedby . After gettingbacka hypothesis , we calculateits error onthe
training setitself, which is just the sumof the weightsof the training examplesthat
misclassifies.We requirethat (this is the weaklearning assumption—therror

If  cannottake a weightedtraining set,thenonecancall it with atraining setgeneratedy sampling
with replacementrom the original training setaccordingto the distribution
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shouldbe lessthanwhat we would achiese throughrandomlyguessinghe class). If this
conditionis notsatisfiedthenwe stopandreturntheensembleonsistingof thepreviously-
generatedasemodels. If this conditionis satisfied thenwe calculatea new distribution
over the training examplesasfollows. Examplesthat were correctly classifiedby
have theirweightsmultiplied by ———. Exampleghatweremisclassifiedby havetheir
weightsmultiplied by —. Note that, becausef our condition , correctlyclas-
sified exampleshave their weightsreducedand misclassifiedexampleshave their weights
increasedSpecifically examplesthat  misclassifiechave their total weightincreasedo
under andexamplesthat correctlyclassifiedhave their total weightreducedo
under . Inourexamplein Figure4.2,thefirstbasemodelmisclassifiedhefirst three
training examplesand correctly classifiedthe remainingones;therefore, . The
threemisclassifiedexamples’weightsare increasedrom to (the heightsof the
top threeboxeshave increasedn thefigure from thefirst columnto the secondcolumnto
reflectthis), which meanghe total weight of the misclassifiedexamplesisnow . The
sevencorrectlyclassifiedexamples'weightsaredecreaseffom to (the heights
of theremainingseven boxeshave decreasedh thefigure), which meanshetotal weight
of the correctlyclassifiedexamplesis now also . Returningto our algorithm,aftercal-
culating , we gointo the next iterationof theloop to constructbasemodel usingthe
training setandthe new distribution . The point of this weightadjustmenis thatbase
model will begeneratedby aweaklearner(i.e.,thebasemodelwill have errorlessthan
); therefore at leastsomeof the examplesmisclassifiedoy  will have to belearned.
We construct basemodelsin this fashion.
The ensembleeturnedby AdaBoostis a function that takesa new exampleasinput
andreturnsthe classthatgetsthe maximumweightedvoteoverthe  basemodelswhere
eachbasemodel'sweightis —— , whichis proportionalto thebasemodel’s accurayg
ontheweightedtrainingsetpresentedo it. Accordingto FreundandSchapirethis method
of combiningis derivedasfollows. If we have atwo-classproblem thengivenaninstance
andbasemodelpredictions for , by the Bayesoptimal decision
rule we shouldchooseheclass over if
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Figure4.2: The BatchBoostingAlgorithm in action.

By Bayessrule, we canrewrite thisas

Sincethe denominatoiis the samefor all classesye disregardit. Assumethatthe errors
of thedifferentbasemodelsareindependentf oneanotherandof thetargetconcept.That
is, assumehatthe event is conditionallyindependentf theactuallabel and
the predictionsof the otherbasemodels.Then,we get

where and is the actuallabel. This intuitively makes sense:we
want to choosethe class that hasthe bestcombinationof high prior probability (the
factor),highaccuracie$ ) of modelsthatvotefor class (thosefor which
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), andhigh errors( ) for modelsthat vote againstclass (thosefor which
). If we addthetrivial basemodel thatalwayspredictsclass , thenwecan
replace with and with . Dividing by the ’s,weget

Takinglogarithmsandreplacinglogs of productswith sumsof logs, we get

If therearemorethantwo classespnecansimply chooseheclass thatmaximizes

whichis the methodthat AdaBoostusesto choosethe classificatiorof a new example.

4.3 Why and When BoostingWorks

The questionof why boostingperformsaswell asit hasin experimentalstudiesper
formedso far (e.g., (Freund& Schapire,1996; Bauer& Kohavi, 1999)) hasnot been
preciselyansweredHowever, therearecharacteristicthatappearsystematicallyn exper
imentalstudiesandcanbe seenust from thealgorithm.

Unlike bagging,which is largely a variancereductionmethod,boostingappeargo re-
ducebothbiasandvariance After abasemodelis trained,misclassifiedrainingexamples
havetheirweightsincrease@ndcorrectlyclassifiedexampleshave theirweightsdecreased
for the purposeof training the next basemodel. Clearly, boostingattemptsto correctthe
biasof the mostrecentlyconstructedasemodelby focusingmoreattentionon the exam-
plesthatit misclassified.This ability to reducebias enableshoostingto work especially
well with high-bias,low-variancebasemodelssuchasdecisionstumpsand Naive Bayes
classifiers.

Oneneggative aspecbf boostingis the difficulty thatit haswith noisy data.Noisy data
is generallydifficult to learn;thereforejn boostingmary basemodelstendto misclassify
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noisy training examples causingtheir weightsto increasé¢oo much. This causeghe base
modellearningalgorithmto focustoo muchon the noisy examplesat the expenseof the
remainingexamplesandoverall performance.

Thereis awell-known theoremby Freundand Schapireproving thatthe training error
of theboostedensemblalecreaseaexponentiallyin the numberof basemodels.

Theorem 3 Supposehe weaklearningalgorithmWeakL earn, whencalled by AdaBoost,
genemateshypothesesvith errors . Thentheerror of
thefinalhypothesis  returnedby AdaBoost is boundedaboveby

Onewould think that increasingthe numberof basemodelsso much that the train-
ing error goesto zerowould leadto overfitting due to the excessve size of the ensem-
ble model. However, several experimentshave demonstratedhat addingmoreandmore
basemodelseven afterthe training error hasgoneto zerocontinuesto reducethe tester
ror (Drucker & Cortes,1996;Quinlan,1996;Breiman,1998). Therehasbeensomemore
recentwork (Schapire Freund,Bartlett, & Lee, 1997,1998)that attemptsto explain this
phenomenornn termsof the distribution of margins of the training examples,wherethe
maigin of anexampleis the total weightedvote for the correctclassminusthe maximum
total weightedvotereceved by ary incorrectclass.Thatis, it is claimedthataddingmore
basemodelsto the ensembldéendsto increasehe distribution of maginsover thetraining
set.For thetrainingerrorto reachzero,oneonly needsa positive magin on all thetraining
exampleshowever, evenafterthisis achieved,boostingcontinuego increaséhe mamgins,
therebyincreasinghe separatiorbetweenthe examplesin the differentclassesHowever,
this explanationhasbeenshonvn experimentallyto beincompletg(Breiman,1997).A theo-
reticalexplanationfor boostings seemingmmunity to overfitting hasnotyetbeenobtained
andis anactive areaof researchHowever, thisimmunity andboostingsgoodperformance
in experimentanmakesit oneof the mostpopularensemblenethodswhich is why we now

deviseanonlineversion.
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Initial conditions:For all ,
OnlineBoosting )
Setthe examples “weight”
For eachbasemodel |, ( )in
Set accordingto

Do times

then

else

To classifynew examples:

Return _

Figure4.3: Online BoostingAlgorithm:  isthesetof  basemodelslearnedsofar, is the
latesttrainingexampleto arrive,and  is theonlinebasemodellearningalgorithm.

4.4 The Online BoostingAlgorithm

Justlike bagging,boostingseemso requirethatthe entiretraining setbe available at
all timesfor every basemodelto be generatedin particular at eachiterationof boosting,
we call thebasemodellearningalgorithmon the entireweightedtraining setandcalculate
the error of the resultingbasemodelon the entiretraining set. We thenusethis errorto
adjustthe weightsof all thetrainingexamples.

However, we have devisedan online versionof boostingthatis similarin principleto
our online baggingalgorithm. Recallthatthe online baggingalgorithmassignsachtrain-
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ing examplea Poissorparameter to correspondo theweight assignedo each
trainingexampleby the batchbaggingalgorithm.Whenthe batchboostingalgorithmgen-
erateghefirst basemodel,every trainingexampleis assigned weight justlike batch
baggingsotheonlineboostingalgorithmassignsachexamplea Poissorparameter
justlik e onlinebagging.For subsequenbasemodels,online boostingupdateshe Poisson
parametefor eachtraining examplein a mannervery similar to the way batchboosting
updateghe weightof eachtraining example—increasing if the exampleis misclassified
anddecreasingt if theexampleis correctlyclassified.

The pseudocodef our online boostingalgorithm s given in Figure 4.3. Because
our algorithmis an online algorithm, its inputs are the currentset of basemodels

andtheassociategarameters and
(thesearethe sumsof the weightsof the correctly classifiedand misclassifiedexamples,
respectiely, for eachof the  basemodels),aswell asan online basemodellearning
algorithm  anda new labeledtraining example . The algorithm’s outputis a new
classificatiorfunctionthatis composef updatedoasemodels andassociategharame-
ters and . Thealgorithmstartsby assigninghetrainingexample the“weight”
. Thenthe algorithmgoesinto a loop, in which onebasemodelis updatedn each
iteration. For thefirst iteration,we choose accordingo the distribution,and
call ,theonlinebasemodellearningalgorithm, timeswith basemodel andexample
. We thenseeif theupdated haslearnedthe example,i.e.,whether classifiest

correctly If it does,we update , whichis the sumof the weightsof the examplesthat

classifiescorrectly We thencalculate which, just like in boosting,is the weighted
fractionof thetotal exampleghat hasmisclassifiedWe thenupdate by multiplying it

by the samefactor thatwe doin AdaBoost.On theotherhand,if  misclassifies

example , thenweincrement , which is the sumof the weightsof the examplesthat
misclassifies.Thenwe calculate andupdate by multiplying it by —, whichis the
samefactorthatis usedby AdaBoostfor misclassifiedexamples.We thengo into the sec-
ond iterationof theloop to updatethe secondbasemodel  with example andits
new updatedwveight . We repeatthis procesdor all  basemodels.Thefinal ensemble
returnedhasthe sameform asin AdaBoost,i.e., it is afunctionthattakesa new example
andreturnsthe classthatgetsthe maximumweightedvote over all thebasemodels where
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Figure 4.4: lllustration of online boostingin progress.Eachrow represent®ne examplebeing
passedn sequencédo all the basemodelsfor updating;time runsdown the diagram. Eachbase
model (depictedhereas a tree) is generatedy updatingthe basemodel abore it with the next

weightedtraining example. In the upperleft corner(point “a” in the diagram)we have the first

training example. This exampleupdateshe first basemodelbut is still misclassifiedafter train-
ing, soits weightis increasedthe rectangle’b” usedto representt is taller). This examplewith

its higher weight updatesthe secondbasemodelwhich then correctly classifiesit, so its weight
decreasefectangle’c”).

eachbasemodelsvoteis —— , whichis proportionalto thebasemodel'saccurag on
theweightedtrainingsetpresentedo it.

Figure 4.4 illustratesour online boostingalgorithmin action. Eachrow depictsone
trainingexampleupdatingall the basemodels.For example,atthe upperleft corner(rect-
angle“a” in the diagram)we have the first training example. The first basemodel (the
treeto theright of the “a” rectangle)s updatedwith example“a,” however thefirst base
modelstill misclassifieshatexample;thereforethe examples weightis increasedThisis
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depictedasrectangleé’b” whichis tallerto indicatethatthe examplenow hasmoreweight.
The secondbasemodelis now updatedwith the sametraining examplebut with its new
higherweight. Thesecondasemodelcorrectlyclassifiest, therefordts weightis reduced
(depictedby rectanglé‘’c”). This continuesuntil all the basemodelsareupdatedat which
time we throw away this training exampleand pick up the next example (rectangle*d”
in the figure). We thenupdateall the basemodelswith this nev example,increasingand
decreasindhis examples weightasnecessaryEachcolumnof basemodels(depictedin
thediagramastrees)is actuallythe samebasemodelbeingincrementallyupdatedoy each
new trainingexample.

Oneareaof concernis that, in AdaBoost,an examples weightis adjustedbasedon
the performancef a basemodelon the entiretraining set,whereasn onlineboosting the
weight adjustmenis basedon the basemodel’s performanceonly on the examplesseen
earlier To seewhy this may be anissue,considerrunningAdaBoostandonline boosting
on atrainingsetof size10000.In AdaBoostthefirst basemodel is generatedrom all
10000examplesheforebeingtestedon, say thetenthtrainingexample.In onlineboosting,

is generatedrom only the first ten examplesbeforebeingtestedon the tenthexample.
Clearly, we may expectthetwo ’'sto be very different;therefore, in AdaBoostand

in onlineboostingmay be presentedvith differentweightsfor thetenthexample. This
may, in turn, leadto very differentweightsfor the tenthexamplewhenpresentedo in
eachalgorithm,andsoon.

We will seein Section4.6 that this is a problemthat often leadsto online boosting
performingworsethanbatchboosting,andsometimesignificantlyso. Online boostingis
especiallylikely to suffer alargelossinitially whenthebasemodelshave beentrainedwith
very few examples,andthe algorithm may never recover. Even when online boostings
performanceendsup comparabléo thatof batchboosting,onemayobtainlearningcurves
suchaswhatis shavnin Figure4.5. Thelearningcurve clearlyshavs thatonlineboosting
performspoorlyrelatveto batchboostingfor smallemumbersof examplesandthenfinally
catchesup to batchboostingby thetime the entiretraining sethasbeenlearned.

To alleviate this problemwith online boosting,we implementedorimed online boost-
ing, whichtrainswith someinitial partof thetrainingsetin batchmodeandthentrainswith
theremaindeiin online mode. The hopeis to reducesomeof thelossthatonline boosting
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Figure4.5: Learningcurvesfor Car Evalua-
tion dataset.

suffersinitially by trainingin batchmodewith a reasonablénitial portion of the training
set. We would like to getresultssuchaswhatis shovn for “Primed Online Boosting”in

Figure4.5, which staysquite closeto batchboostingfor all numbersof training examples
andendswith anaccurag betterthanwhatonline boostingwithout priming achieres.

4.5 Convergenceof Batch and Online Boosting for Naive
Bayes

To demonstratéhe cornvergenceof onlineandbatchboosting,we do a proof by induc-
tion overthebasemodels.Thatis, for the basecasewe demonstrat¢hatif bothbatchand
onlineboostingaregiventhe sametrainingset,thenthefirst basemodelreturnedoy online
boostingcorvergesto thatreturnedby batchboostingas . Thenwe show thatif the

th basemodelsconvergethenthe stbasemodelscornveme. In theprocesswe shov
thatthe basemodelerrorsalsoconverge. This is sufficient to shav thatthe classification
functionsreturnedoy online boostingandbatchboostingcorverge.

We first discusssomepreliminarypoints: definitionsandlemmasthatwill be usefulto
us. Thenwe discusghe proof of corvergence.
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45.1 Preliminaries

Lemma3, Corollary 2, andCorollary 3 are standardesults(Billingsley, 1995; Grim-
mett& Stirzaler, 1992),sowe statethemwithout proof.

Lemma3 If and aresequencesfrandonmvariablessud that
and , then for anycontinuoudunction

Corollary 2 If and , then

Corollary 3 If : , and forall ,then— —.

Lemma4 If and arediscreterandomvariablesand , then

for all possiblevalues .

Proof: We have , Which impliesthat, for all ,
as . Sincethe variables and  for all arediscrete-alued,we have that
as . Thisimpliesthat

as , whichimpliesthe statemenof thetheorem. n
Lemmab For all , define and over the integers sut
that : , (as ), and

Cf and are uniformly boundedrandomvariables
sud that , then

Proof: We wantto show, by the definition of corvergencein probability, thatfor all
: as . We have

It is sufficientfor usto show that,for all and , thereexistsan  suchthatfor
all ,
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We already have that and . therefore,
Since , by Corollary 1,
. Therefore we canchoosea constant suchthat
This,combinedwith theuniformboundednessf and , meanghat,for any and
, wecanchoose suchthatfor all :
. We will specifyfurtherrestrictionson and later, but for now, it is sufficient that
they bepositive.
Have sothatwe canwrite

- (4.2)

We can simply constraineachof the last two termsto be lessthan andwe will be
finished.Let uslook atthefirst termfirst. We want

Sincethe ’'sand ’sareuniformly boundedand aswe men-
tionedearlier we know thatthereexistsan  suchthat for
all . Sowehave

It is sufficientfor usto have

Let usdefine suchthat . Thismeanghatit is sufficientto have — inorder
to satisfythe constrainton thefirst termof Equation4.1.
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Now let uslook atthe seconderm. We want

- - (4.2)

Recallthatwe have, for , . We now usethe
following “coin tossing”argument.

Let ussaythatthe th coinis headdf andtails otherwise

for . Thereforethe probabilitythatthe th coinis headss less

than . We canupperboundthe probability of having morethansomenumber heads
usingMarkov’s Inequality:

where is arandomvariablerepresentinghe numberof headsin the tosses.
Clearly . We now choosesome suchthat, by Markov’s
Inequality

(4.3)

Now wetranslaterom therealmof coinsbackto therealmof ouroriginalrandomvariables—

specificallyto our sum . Recallthat

if the th coin is heads,and otherwise. So for each
head we addat most to our sum,andfor eachtail we addat most to our sum.
Soif we have lessthan headsthenour sumis at most

. Therefore we canstatethe contrapositie, which is thatif the
sumis at least , thenwe have
atleast headsThis meanghatthe probability of achievzing atleastthe
givensumis lessthanthe probability of achiezing atleastthe givennumberof heads.That

is,
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Puttingthelastinequalitytogethemwith Equation4.3yields

Comparingthis to Equation4.2, which is what we want, we needto have — - and
— -. Thefirst constraintrequiresusto choose suchthat

Thesecondequiremengivesusaconstrainbn and asfollows:

satisfieghe constraint.

For example,choosingboth and lessthan
We aregiven and . Giventhesewe have describechow to choose which,together

with our known bound allowsusto choose, ,and . Theseallow ustochoose

andhencetheminimum  neededo satisfyall the constraintsyhichis sufficientto com-

pletetheproof. .
Lemma6 If and are sequencesf randomvariablesand and
are randomvariablessud that and andif there existsa sud that

, then
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Proof: We will prove this usingthe definition of corvergencein probability Thatis,

we will prove thatfor all and , thereexistsan  suchthatfor all ,
Clearlytherearetwo relevantcasesthecasewhere andthecasewhere

Let usfirstassumehat sothat . Thismeanghereexistssome

suchthat . Sincewe have and , we have that, for some

, , , and , thereexist and  suchthatfor all and

If we choose , , ,and , then

for . Thismeanghat

For the casewhere , repeatthe above dervationwith and reversed.In this

casewe get . Puttingit all together

we get

whichis strongerthanwhatis neededo prove thedesiredstatement. .
Define to beavectorof weights —onefor eachtrainingexample—used

in thebatchboostingalgorithm. Thisis thesamesetof weights shovnin Figure4.1,

but we addthe superscript’ ” to indicatethat theseare weightsusedin batchboosting
ratherthanonline boosting. The variable indexesover the basemodelsl through
Define to bethenormalizedversionof the correspondingectorof weightsusedin the
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onlineboostingalgorithm.Recallthat,whereashdaBoostusesa vectorof weightsnormal-
izedto make it atrue probability distribution over the trainingexamples pur online boost-
ing algorithmusedPoissomparameterasweights.For ouranalysisjt will behelpfulto also
usethenormalizedversionof theparametersisedn onlineboosting.Define and
to betheprobabilitiesof event in  trainingexamplesunderthedistributions
describedoy and , respectrely. Thatis,
and . Recallthat isthe th training example.
Define  tobethesetof all trainingexamples.

Lemma7 For anyevent definedas a setof attribute and classvalues,if

forall (as ), then
Proof: Since (as ) and,clearly
, by Corollary 1 we get , which implies that
. Therefore, :
whichis whatwe wantedto show. .

4.5.2 Main Result

In this section,we prove that, given the sametraining set, the classificationfunction
returnedby online boostingwith Naive Bayesbasemodelscorvergesto that returnedby
batchboostingwith Naive Bayesbasemodels.However, we first definesomeof theterms
we usein the proof. Define asthe thbasemodelreturnedoy AdaBoostanddefine

to bethe th basemodelreturnedby the online boostingalgorithm.Define to
be in AdaBoost(Figure4.1) aftertrainingwith training examples—recalthatthisis
theweightederrorof the th basemodelonthetrainingset.Define tobe (alsothe
weightederrorof the th basemodel)in the online boostingalgorithm (Figure4.3) after
trainingwith  trainingexamples.Theclassificatiorfunctionreturnedoy AdaBoostcanbe
written as ——. Theclassificatiorfunctionreturned

by onlineboostingcanbewritten as _
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It helpsusto write down theclassificatiorfunctionsreturnedoy aNaive Bayesclassifier
learningalgorithmwhencalledfrom thebatchboostingandonlineboostingalgorithms.We
defineda genericNaive Bayesclassifierin Section2.1.2.However, this definitionassumes
thatthe training setis unweighted.For now, we only considerthe two-classproblemfor
simplicity; however, we generalizeto the multi-classcasetoward the end of this section.
The th Naive Bayesclassifierin an ensembleconstructedby batchboostingusing
trainingexampless

(4.4)
For example, is the sum of the weights( ) of thoseamongthe
trainingexamples whoseclassvaluesarel. Thatis,
We use as shorthandfor

, Where is example ’svaluefor attribute
number and isthesetof attributes.For example, is thesum
of theweightsof thoseexamplesamongthe trainingexampleswhoseclassvaluesarel
andwhosevaluesfor thefirst attribute arethe sameasthat of example , divided by the
sumof theweightsof the classl examples.Thatis,

where is the th attribute value of example . The th Naive Bayesclassifierin an
ensemblereturnedby online boostingusing training examplesis written in a manner
similar to the correspondingneof batchboosting.The only differenceis thatwe replace
theweights with

(4.5)

We provetwo lemmasessentiato ourfinal theorem.Thefirstlemmastateghatif thevector

of weightsfor the th basemodelunderonline boostingcorvergesto the corresponding
vectorunderbatchboosting thenthe online basemodelitself convergesto the batchbase
model.
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Lemmas8 If , then

Proof: By Lemma7, eachprobability of the form in the online classi-
fier convergesto the correspondingrobability in the batchclassifier For ex-
ample, . By Corollary 2 and Lemma6, we have

The next lemmastatesthatif the th online basemodelconvergesto the th batch
basemodel,thenthe th online basemodel’s training error convergesto the th
batchbasemodelstrainingerror

Lemmag If and then

Proof: To dothis, we mustfirst write down suitableexpressiongor and

In batchboosting,the th basemodel’s erroron example is the error of the Naive
Bayesclassifierconstructedisingthe entiretrainingset: . Soclearly,
thetotalerroron trainingexampless

In online boosting,the th basemodels erroron example is the error of Naive Bayes
classifierconstructedisingonly thefirst trainingexamples: . Sothe

totalerroron trainingexampless

We are now readyto prove that . Sincewe have and
, by Lemmab, we only needto have

in orderto have . We have alreadyestablished
for all examples . Soclearly as , , and , the se-
guence (for ) corvergesin probability to the sequence ,

whichis the conditionwe want. Hence ) "
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Theorem 4 Giventhesamedrainingset,if and for all
are NaiveBayesclassifies, then

Proof: Wefirst prove the corvergenceof thebasemodelsandtheir errorsby induction

on . Forthebasecaseweshaw that . Thisletsusshaw that
and as . For the inductive part, we shav that if , then
and . Fromthesefacts,we get , Which
lets us shaw that and as . All of
thesefactsaresufficientto show thattheclassificatiorfunctions and converge.
We alreadyhave by Lemmaz2 (recall thatthe first training setdistributions

in the boostingalgorithmsare the sameas the training set distributionsin the bagging
algorithms). By Lemmas, we have . Thatis, the first online Naive
Bayesclassifiercornvergesto the first batchNaive Bayesclassifier By Lemma),

. We have thusproventhe basecase.

Now we prove theinductive portion. Thatis, we assumehat , whichmeans
that (by Lemma8) and (by Lemma9). Given and
, We cancalculate . Given and , We cancalculate

By theway the algorithmsaresetup, we have

Because : , andour inductive assumption
, andboth and arecontinuoudunctionsin thesequantitiesthat
converge,we have that aslongas and areboundedaway

from 0 andl. Thisis areasonablassumptiorbecauseif theerroris everQ or 1, thenthe
algorithmstopsandreturnsthe ensembleonstructedo far, sothe algorithmwould never
evencalculatethetraining setdistribution for the next basemodel.

impliesthat (by Lemma8), whichin turn
impliesthat (by Lemma9). Soby induction,we have that
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and for all . By Lemma4, we have
for all . This meansthat

— — . Thereforethe orderof theterms

and for

eachclass is presered.thefinal functions and conveme. n

We have shavn that online boostingwith Naive Bayesbasemodelsproducesa classi-
ficationfunctionthatconvergesto thatproducedoy batchboostingwith Naive Bayesbase
models. In particular we rely on shaving that corvergenceof the weightsof the training
examplesmpliesconvergenceof thebasemodels.Thisrequireghattheonlinebasemodel
learningalgorithmbe losslesswhich s true for Naive Bayesclassifiers.In our proofswe
usedthenormalizedversionof theweightsusedin online boosting.We got away with this
becauseaswe sav in Chapter3, the Naive Bayesclassifierhasproportionalonline and
batchlearningalgorithms,i.e., scalingthe weight vectordoesnot changea Naive Bayes
classifier We alsousedthe factthatthe Naive Bayesclassifiethasa functionalform thatis
relatively easyto write down anddoesnot changesignificantlywith additionaltraining ex-
amples.In contrastadecisiontreeclassifiewould be very difficult to write down because,
ateachnodeof the decisiontree,therearemary attributesto choosefrom anda relatvely
complicatedmethodof choosingthem. Additionally, the structureof a decisiontree can
changesubstantiallywith theadditionof new examples.

4.6 Experimental Results

In this section,we discussthe resultsof experimentsto comparethe performance®f
boosting,online boosting,andthe basemodellearningalgorithmson the samedatasetss
in the previouschapter We allow batchandonlineboostingto generate maximumof 100
basemodels.
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Table 4.1: Results(fraction correct): batchand online boosting(with DecisionTrees).
Boldfaced/italicizedesultsaresignificantlybetter/worsethansingledecisiontrees.

Dataset Decision| Bagging| Online | Boosting | Online | PrimedOnline
Tree Bagging Boosting Boosting
Promoters | 0.7837 | 0.8504 | 0.8613 | 0.9097 | 0.7671 0.7920
Balance 0.7664 | 0.8161 | 0.8160 0.7651
BreastCancer| 0.9531 | 0.9653 | 0.9646 | 0.9729 | 0.9679 0.9679
GermanCredit| 0.6929 | 0.7445 | 0.7421 | 0.7396 0.6933
CarEvaluation| 0.9537 | 0.9673 | 0.9679 | 0.9664 | 0.9639 0.9651
Chess 0.9912 | 0.9938 | 0.9936 | 0.9950
Mushroom 1.0 1.0 1.0 1.0 0.9999 1
Nursery 0.9896 | 0.9972 | 0.9973

4.6.1 Accuracy Results

The resultsof our experimentsare shovn in Tables4.1, 4.2, 4.3, 4.4,4.5, and 4.6.
Many columnheadingsn thesetableshave the namesof algorithmswith symbolssuch
as“ ” and” " next to them. Resultsfor a datasethat have suchsymbolsnext to them
are significantly differentfrom the resulton the samedatasebf the algorithmassociated
with thatsymbol. For example,in Table4.1,ary resultwith a“ ” next to it is significantly
differentfrom boostings resulton the samedataset.With decisiontrees(Table4.1), on-
line boostingperformedsignificantlyworsethanbatchboostingon the PromotersGerman
Credit, and Chessdatasets. For the remainingdatasetspatchand online boostingper
formedcomparablyIn caseof the BalanceandNurserydatasetshothboostingalgorithms
performedsignificantlyworsethana single decisiontree; on Mushroom,they performed
comparablywhile on BreastCancerandCar Evaluationthey performedsignificantlybet-
ter. Figure4.6 givesa scatterplocomparingthe errorsof batchandonline boostingon the
differentdatasets.

The resultsof runningwith Naive Bayesclassifiersareshavn in Table4.2. A scatter
plot comparingthe testerrorsof batchandonline boostingis shavn in Figure4.7. Batch
boostingsignificantly outperformsonline boostingin mary cases—especiallthe smaller
datasets.However, the performance®f boostingand online boostingrelative to a single
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Table4.2: Resultg(fractioncorrect):batchandonline boosting(with Naive Bayes).Bold-
faced/italicizedesultsaresignificantlybetter/mvorsethansingleNaive Bayesclassifiers.

Dataset Naive | Bagging| Online | Boosting Online | PrimedOnline
Bayes Bagging Boosting Boosting
Promoters 0.8774
Balance 0.9075| 0.9067 | 0.9072
BreastCancer | 0.9647| 0.9665 | 0.9661
GermarCredit | 0.7483| 0.748 | 0.7483
CarEvaluation | 0.8569 0.9017 | 0.8967 0.8931
Chess 0.8757| 0.8759 0.9517 | 0.9476 0.9490
Mushroom 0.9966| 0.9966 | 0.9966 | 0.9999 | 0.9987 0.9993
Nursery 0.9031| 0.9029 0.9163 | 0.9118 0.9144
Connect4 0.7214| 0.7212 | 0.7216 0.7209
Synthetic-1 | 0.4998| 0.4996 | 0.4997 | 0.5068 | 0.5007 0.4996
Synthetic-2 | 0.7800| 0.7801 | 0.7800 | 0.8446 | 0.8376 0.8366
Synthetic-3 | 0.9251| 0.9251 | 0.9251 | 0.9680 0.9688 0.9720
Census-Income| 0.7630| 0.7637 | 0.7636 | 0.9365 0.9398 0.9409
ForestCovertype| 0.6761| 0.6762 | 0.6762 | 0.6753 0.6753 0.6753

Naive Bayesclassifieragreeto aremarkablesxtent,i.e., whenoneof themis significantly
betteror worsethana singleNaive Bayesclassifier theotheronetendsto bethe sameway.

The resultsof our experimentswith decisionstumpsare shovn in Table 4.3. Batch
boostingsignificantly outperformsonline boostingon someof the smaller datasetsut
otherwisetheir performancesire comparableasseenin Figure4.8. Both batchboosting
andonline boostingdo not improve upondecisionstumpsasmuchasthey do uponNaive
Bayes—especiallgnthelargerdatasets.

Table 4.4 containsthe resultsof runningthe batchalgorithmswith neuralnetworks.
Recallthat, in thesealgorithms,eachneuralnetwork is trained by running throughthe
training settentimes (epochs). Table 4.5 and Table 4.6 shaov the resultsof runningour
online algorithmswith oneandten updatesper training example,respectiely, but the al-
gorithmspassthroughthe training setonly once.We canseefrom the tablesandfrom the
scatterplotof batchandonline boosting(Figure4.9 andFigure4.10)thatonline boosting
performsworsethanbatchboosting.Onlineboostingwith tenupdatepertrainingexample
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performsallittle bit betterthanthe oneupdateversion.However, in termsof performance
relative to its correspondingingle model,online boostingwith oneupdateperformsbet-
ter. As we discussedin Section4.4,thereis lossassociatedhoth with passinghroughthe
training setonly onceandperformingonline updateswith eachtrainingexamplebasedn
the performance®f the basemodelstrainedon only the examplesseenearlier We can
examinethelossassociatedvith eachof thesefactorsthroughour experimentswith batch
boostingwith neuralnetwork basemodelstrainedusingour online method—thats, using
only one passthroughthe datasetput with oneor ten updategertraining example. The
resultsaregivenin thelastcolumnsof Table4.5andTable4.6. As expectedmostof these
performancesarebetweerthoseof batchboosting,which trainseachneuralnetwork base
modelswith tenpasseshroughthe datasetnsteadof just one,andonline boosting,which
doesnot generateeachbasemodelwith the entiretraining setbeforegeneratinghe next
model.Overall,thelossdueto onlinelearningis higherthanthelossassociatedvith train-
ing eachneuralnetwork usingfewer passeshroughthetrainingset.In the next sectionwe
exploreaway of alleviating someof thelosssufferedby onlineboosting.

4.6.2 Priming

In this section,we discussour experimentswith priming the online boostedensem-
ble by training with someinitial part of the training setin batchmodeandthentraining
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Table 4.3: Results(fraction correct): batchand online boosting(with decisionstumps).
Boldfaced/italicizedesultsaresignificantlybetter/worsethansingledecisionstumps.

Dataset Decision| Bagging| Online | Boosting Online | PrimedOnline
Stump Bagging Boosting Boosting
Promoters 0.7710 | 0.8041 | 0.8113 | 0.8085
Balance 0.5989 | 0.7170 | 0.7226 | 0.7354 0.7114 0.6595
BreastCancer | 0.8566 | 0.8557 | 0.8564 | 0.8573
GermanrCredit | 0.6862 | 0.6861 | 0.6862 | 0.7291 0.6961
CarEvaluation | 0.6986 | 0.6986 | 0.6986 | 0.6986 0.6986 0.6986
Chess 0.6795 | 0.6798 | 0.6792 | 0.8017 | 0.7597 0.7422
Mushroom 0.5617 | 0.5617 | 0.5617 | 0.5604
Nursery 0.4184 | 0.4185 | 0.4177
Connect4 0.6581 | 0.6581 | 0.6581 | 0.6581 0.6581 0.6581
Synthetic-1 0.5002 | 0.4996 | 0.4994 | 0.4993 0.4987 0.5016
Synthetic-2 0.8492 | 0.8492 | 0.8492 | 0.8492 0.8492 0.8492
Synthetic-3 0.9824 | 0.9824 | 0.9824 | 0.9824 0.9824 0.9824
Census-Income| 0.9380 | 0.9380 | 0.9380 | 0.9380 0.9380 0.9380
ForestCovertype| 0.6698 | 0.6698 | 0.6698 | 0.6698 0.6698 0.6698

with theremainderof thetrainingsetin onlinemode.Theresultsof runningprimedonline
boostingwith decisiontrees Naive Bayesdecisionstumpsandneuralnetworksareshovn
in Tables4.1,4.2,4.3,4.5,and4.6. In our experimentswe trainedin batchmodeusing
the lesserof thefirst 20% of the training setor the first 1:0000examples. Comparingthe
error scatterplotsn Figure4.6 andFigure4.11, we canseethat priming slightly helped
onlineboostingwith decisiontreesperformmorelik e batchboosting.Figure4.12shovs a
scatterplothat givesa direct comparisorbetweenthe unprimedand primedversionsand
confirmstheprimedversionsslightly betterperformanceFigures4.7,4.13,and4.14shov
thatpriming helpedonlineboostingwith Naive Bayesto someextentaswell. Onlineboost-
ing with decisionstumpswasnot helpedby priming asmuch: Figure4.8 andFigure4.15
look quite similar, andFigure4.16 confirmsthat priming did not help decisionstumpsso
much.Primingimprovedonline boostingwith neuralnetworkstremendouslyFigures4.9,
4.17,and4.18shawv that primedonline boostingimproved substantiallyover the original
online boostingwith neuralnetworks trainedusingoneupdateper training example. Fig-



70
60 |
50 |
40 t

Online Boosting

20 -
10 |

30

0 10 20 30

40

Batch Boosting

Figure4.8: TestErrorRates:BatchBoosting
vs. OnlineBoostingwith decisionstumpbase

models.

Online Boosting

50

45 ¢
40
35 ¢
30
25 +
20
15

10

50

60

70

50

45
40
35
30
25
20 |
15

Online Boosting

10 [
5F

91

[
£

* ,,»%/

0 5 10 15 20 25 30 35 40 45 50

Batch Boosting

Figure4.9: TestError Rates:BatchBoosting
vs. OnlineBoosting(oneupdateperexample)
with neuralnetwork basemodels.

10 15 20 25 30 35 40 45 50

Batch Boosting

Figure4.10: TestError Rates:BatchBoost-
ing vs. Online Boosting(10 updatesper ex-
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ures4.9,4.19,and4.20demonstratéhe samefor the primedandoriginal online boosting

algorithmswith ten-updateneuralnetworks. Thus,by priming, we areableto overcomea

large portion of thelossdueto onlinelearning.

4.6.3 BaseModel Errors

Theerrorsof thebasemodelswhich aretheerrors
(Figure4.1andFigure4.3),determinemuchof the algorithms’behaior. Theseerrorsnot

in theboostingalgorithms

only reflectthe accuracie®f the basemodels,but they affect the weightsof the training
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Table 4.4: Results(fraction correct): batch algorithms(with neural networks). Bold-
faced/italicizedesultsaresignificantlybetter/morsethansingleneuralnetworks.

Dataset Neural | Bagging| Boosting
Network
Promoters 0.8982 | 0.9036
Balance 0.9194 | 0.9210 | 0.9534

BreastCancer 0.9527 0.9561 0.9540
GermanCredit 0.7469 0.7495
CarEvaluation 0.9422 0.9648 0.9963

Chess 0.9681 0.9827 0.9941
Mushroom 1.0 1.0 0.9998
Nursery 0.9829 0.9999

Connect4 0.8199 | 0.8399 | 0.8252
Synthetic-1 0.7217 | 0.7326 | 0.7222
Synthetic-2 0.8564 | 0.8584 | 0.8557
Synthetic-3 0.9824 | 0.9824 | 0.9824

Census-Income| 0.9519 0.9533 0.9486
ForestCovertype| 0.7573 | 0.7787 | 0.7684

examplesandthe weightsof the basemodelsthemselesin the final ensembleTherefore,
the closertheseerrorsarein batchandonline boosting,the moresimilar the behaiors of
thesealgorithms.In this sectionwe compardaheerrorsof thebasemodelsgeneratedby the
boostingalgorithmsfor someof our experiments Specifically for our five largestdatasets
(thethreesyntheticdatasetsCensudncome,andForestcovertype),we compareheerrors
of batch,online, and primed online boostingwith Naive Bayesand neuralnetwork base
models(with oneupdatepertrainingexamplefor the onlinealgorithms).

Figures4.21, 4.22, 4.23, 4.24,and4.25show the averageerrorson the training sets
of the consecutie basemodelsin batch,online, and primed online boostingwith Naive
Bayesbasemodelsfor the threesyntheticdatasetsCensudncome,andForestCovertype,
respectrely. We depictthe errorsfor the maximumnumberof basemodelsgenerated
by the batchboostingalgorithm. For example,on the Censudncomedatasetno run of
batchboostingever generatednore than 22 basemodels. This happendecausef the
conditiongivenin step3 of Figure4.1—if the next basemodelthatis generatedaserror
greaterthan0.5, thenthe algorithmstops.Note thatour online boostingalgorithmalways
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Table4.5: Results(fraction correct): online algorithms(with neuralnetworkstrainedwith
one updatestepper training example). Boldfaced/italicizedresultsare significantly bet-
ter/mworsethansingleonline neuralnetworks. Resultsmarked” " aresignificantlydiffer-
ent from single batchneuralnetworks (Table 4.4). Resultsmarked “ ” are significantly
differentfrom batchboosting(Table4.4).

Dataset Online Online Online | PrimedOnline | Boosting
NeuralNet | Bagging| Boosting Boosting OneUpdate
Promoters 0.5018 0.5509 | 0.5409 0.7791 0.7018
Balance 0.6210 0.6554 | 0.6728 0.8845 0.5894
BreastCancer | 0.9223 0.9221 | 0.9496 0.9266 0.9373
GermanrCredit | 0.7479 0.7074
CarEvaluation | 0.8452 0.8461 | 0.8688 0.9327 0.9153
Chess 0.9098 0.9277 | 0.8896 0.9410 0.9451
Mushroom 0.9965 0.9959 | 0.9976 0.9996 1
Nursery 0.9220 0.9188 | 0.9275 0.9807 0.9999
Connect4 0.7717 0.7691 0.7587 0.7693
Synthetic-1 0.6726 0.6850 0.6709 0.6850
Synthetic-2 0.8523 0.8524 0.8298 0.8522
Synthetic-3 0.9824 | 0.9824 0.9652 0.9824
Census-Income| 0.9520 0.9514 0.9466 0.9471
ForestCovertype| 0.7381 0.7416 0.7187 0.7399

generateshe full setof 100 basemodelsbecauseduring training, we do not know how
the basemodelerrorswill fluctuate;however, to classifya new example,we only usethe
first basemodelssuchthatmodel haserror greaterthan0.5. Our primedonline
boostingalgorithm may generatdewer than 100 basemodelsbecauset essentiallyruns
batchboostingwith aninitial portionof thetrainingset.

The basemodelerrorsof online andbatchboostingare quite similar for the synthetic
datasetsOn Synthetic-1the basemodelerrorsareall closeto 0.5,i.e.,they performonly
slightly betterthan chance which explains why boostingdoesnot perform much better
thanthe basemodels.On Synthetic-2andSynthetic-3 thefirst basemodelperformsquite
well in bothbatchandonline boosting.Both algorithmsthenfollow the patternof having
subsequenivasemodelsperformworse,which is typical becausesubsequerniasemodels
arepresentedvith previously misclassifiedexampleshaving higherweight, which makes
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Table4.6: Results(fraction correct):online algorithms(with neuralnetworkstrainedwith
10 updatestepsper training example). Boldfaced/italicizedresultsare significantly bet-
ter/worsethansingleonline neuralnetworks. Resultsmarked” " aresignificantlydiffer-
ent from single batchneuralnetworks (Table 4.4). Resultsmarked® " are significantly
differentfrom batchboosting(Table4.4).

Dataset Online Online Online | PrimedOnline| Boosting
NeuralNet | Bagging| Boosting Boosting TenUpdates
Promoters 0.8036 0.7691 0.8855
Balance 0.8965 0.9002 0.8970
BreastCancer | 0.9020 0.8987 0.9197
GermanCredit | 0.7062 0.7209 0.7298
CarEvaluation | 0.8812 0.8877 | 0.8806 0.9148 0.9895
Chess 0.9023 0.9185 | 0.8954 0.9216 0.9616
Mushroom 0.9995 0.9988 | 0.9993 0.9998 0.9999
Nursery 0.9411 0.9396 | 0.9445 0.9878 0.9999
Connect4 0.7042 0.7451 | 0.6807 0.7059 0.7330
Synthetic-1 0.6514 0.6854 0.6865
Synthetic-2 0.8345 0.8508 0.8397
Synthetic-3 0.9811 0.9824 0.9822
Census-Income| 0.9487 0.9487 | 0.9435 0.9471 0.9465
ForestCovertype| 0.6974 0.7052 0.7044

their learningproblemsmoredifficult. Primedonline boostingfollows boostings pattern
more closely thanthe unprimedversiondoes,especiallyon Synthetic-3. In caseof the
Censudncomedatasetthe performancesf the basemodelsalsofollow the generakrend
of increasingerrorsfor consecutie basemodels,althoughmoreloosely On the Forest
Covertypedatasetthe basemodelerrorsarequite similarin all threealgorithms.
Figures4.26, 4.27, 4.28, 4.29,and4.30show the averageerrorsin batchandonline
boostingwith neuralnetwork basemodels.Onthe ForestCovertypedatasetprimedonline
boostingnever producedmorethannine basemodels,but the performancesf thosebase
modelsmirroredthoseof the unprimedversion. For the otherfour datasetsthe primed
versions graphlies betweenthoseof batchand online boosting. The readermay have
noticedthat the basemodel errorsof the boostingalgorithmshave larger differencedor
Synthetic-3and Censudncomethanfor the otherthreedatasetsventhoughthe testset
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performancesremoresimilar for Synthetic-3andCensudncome.Thisis largely because
of the similar andvery goodperformancesf thefirst few basemodelson Synthetic-3and
Censusncome—nbecaustheir errorsareverylow, theirweightsin theensemblearequite
high, sothe remainingbasemodelsgetrelatively low weight. Therefore the factthatthe
remainingbasemodels’ errorsare very differentunderthe differentboostingalgorithms
doesnot affect the ensemblestlassification®f testcases.
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The runningtimesof all the algorithmsthat we experimentedwith are shovn in Ta-
bles4.7,4.8,4.9,4.10,4.11,and4.12. Thereareseveralfactorsthat give batchboosting,
onlineboosting,andprimedonline boostingadvantagesn termsof runningtime.

Batchboostinghasthe advantagethatit cangeneratdewer thanthe 100 basemodels

that we designateasthe maximum. Recallthat, if a basemodelhaserror morethan0.5

on the currentweightedtraining setafter learning,thenboostingstops. We do not have

this luxury with online boostingbecausénitially, mary of the basemodelsmay have high
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Table4.7: RunningTimes(seconds)batchandonline boosting(with DecisionTrees)

Dataset Decision| Bagging| Online | Boosting| Online | PrimedOnline
Tree Bagging Boosting Boosting
Promoters 0.16 1.82 1.88 3.56 3.5 0.71
Balance 0.18 1.66 1.96 4.76 25.28 37.64
BreastCancer 0.18 1.88 2.28 6.12 7.24 7.55
GermarCredit| 0.22 8.98 9.68 17.86 312.52 448.33
CarEvaluation 0.3 4.28 4.28 14.9 53.56 55.09
Chess 0.98 20.4 20.22 82.7 176.92 244 .94
Mushroom 1.12 22.6 23.68 162.42 30.12 80.63
Nursery 1.22 29.68 32.74 343.28 | 364.76 371.92

errorsbut theseerrorsmaydecreasvith additionaltrainingexamples.With primedonline
boosting,we regainthis luxury becausewhenthe algorithmis runningin batchmode, it

may chooseo generatdewer basemodelsfor the samereasorthatbatchboostingmight,
in which casethesubsequerntinlinelearningis alsofasterbecausdéewer basemodelsneed
to be updated. Thereforeprimed online boostinghasthe potentialto be fasterthanthe
unprimedversion.

Onlineboostingclearlyhastheadvantagehatit only needso sweepthroughthetrain-
ing setonce,whereashatchboostingneedsto cycle throughit times, where
is the numberof basemodels, is the numberof timesthe basemodellearningalgo-
rithm needdo passthroughthe datato learnit, andoneadditionalpassis neededor each
basemodelto testitself on the training set—recallthat boostingneedshis stepto calcu-
late eachbasemodel’s error on the training set( ) which is usedto calculatethe
new weightsof the training examplesandthe weight of eachbasemodelin theensemble.
Primedonline boostinghasa slight disadantageo the unprimedversionin this regardbe-
causethe primedversionperformsbatchtrainingwith aninitial portionof thetrainingset,
which meansthat the primed versionneedsmore passeghroughthatinitial portionthan
theunprimedversion.

Therunningtimesof thebasemodellearningalgorithmsalsoclearly affecttherunning

timesof theensemblalgorithms.Givenafixedtrainingset,onlinedecisiontreeandonline
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Table4.8: RunningTimes(seconds)batchandonline boosting(with Naive Bayes)

Dataset Naive | Bagging| Online | Boosting| Online | PrimedOnline
Bayes Bagging Boosting Boosting
Promoters 0.02 0 0.22 0.44 0.72 0.26
Balance 0 0.1 0.1 0.26 0.06 0.24
BreastCancer | 0.02 0.14 0.32 1.32 0.66 0.42
GermanrCredit 0 0.14 0.38 0.7 15 0.86
CarEvaluation | 0.04 0.34 0.44 0.88 1.72 0.06
Chess 0.42 1.02 1.72 9.42 7.46 2.94
Mushroom 0.38 2.14 3.28 114.04 11.08 18.48
Nursery 0.86 1.82 3.74 31.4 20.74 6.12
Connect-4 6.92 | 33.98 42.04 646.84 | 465.28 53
Synthetic-1 7.48 45.6 64.16 | 1351.76| 394.08 21.22
Synthetic-2 5.94 | 44.78 74.84 | 5332.52| 342.86 93.1
Synthetic-3 458 | 44.98 56.2 3761.92| 283.52 78.06
Census-Income| 56.6 131.8 157.4 | 25604.6| 1199.8 354
ForestCovertype| 106 371.8 520.2 | 67610.8| 15638.2 1322.2

decisionstumplearningareslowerthantheir batchcounterpartbecauseaftereachonline
update,the online versionshave to recheckthat the attribute testsat eachnodeare still

the bestonesandalter partsof the treeif they arenot. Naive Bayesclassifierlearningis
essentiallythe samein online andbatchmode,so online andbatchlearninggiven a fixed
training settake the sametime. Online neuralnetwork learningis clearly fasterthanbatch
learningdueto fewer passeshroughthe datasetbut aswe discusseearlier this speeccan
comeatthecostof reducedaccuragy.

We canseefrom thetables(Tables4.10,4.11,and4.12)thatonlineboostingandprimed
onlineboostingwith neuralnetworksareclearlyfasterthanbatchboostingwhichis consis-
tentwith thelowerrunningtime of onlineneuralnetwork learningrelative to batchnetwork
learning.Onlineboostingwith Naive Bayesclassifierg Table4.8)is muchfasterthanbatch
boosting—thdewer passesequiredthroughthe datasetlearly outweighbatchboostings
advantageof generatingewer basemodels.Primedonline boostingusesthis advantageof
generatingewer basemodelsto make itself muchfasterthanonlineboosting.Onthe other
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Table4.9: RunningTimes(seconds)batchandonline boosting(with decisionstumps)

Dataset Decision| Bagging| Online | Boosting| Online | PrimedOnline
Stump Bagging Boosting Boosting
Promoters 0.2 0.2 0.3 0.28 1.8 0.30
Balance 0.14 0.14 0.2 0.12 2.74 0.16
BreastCancer 0.1 0.28 0.3 0.22 4.24 1
GermanCredit 0.36 0.46 0.56 1.14 11.18 1.52
CarEvaluation 0.1 0.14 0.28 0.5 13.56 0.48
Chess 1.46 15 2.98 62.26 30.6 7.6
Mushroom 0.8 2.04 2.68 25.52 217.46 19.44
Nursery 0.26 19.64 51 18.88 236.1 1.42
Connect-4 5.94 53.66 33.72 404.6 2101.56 94.16
Synthetic-1 3.8 26.6 28.02 | 1634.68| 552.46 101.08
Synthetic-2 3.82 30.26 28.34 | 3489.36 478.5 183.48
Synthetic-3 4.06 29.36 36.04 7772.7 353.76 407.66
Census-Income| 51.4 124.2 131.8 | 231904.2] 9071.4 10721.2
ForestCovertype| 176.64 | 594.34 | 510.58 | 37510.9 | 343210.04f 10764.04

Table4.10: Runningtimes(seconds)batchalgorithms(with neuralnetworks)

Dataset Neural | Bagging | Boosting| Boosting Boosting
Network oneupdates tenupdates|
Promoters 2.58 442.74 260.86 2.92 335.12
Balance 0.12 12.48 1.96 0.12 1.7
BreastCancer 0.12 8.14 2.56 0.34 0.62
GermanCredit 0.72 73.64 11.86 0.6 9.06
CarEvaluation 0.6 36.86 44.04 1.22 41.7
Chess 1.72 166.78 266.74 4.78 25.6
Mushroom 7.68 828.38 91.72 144.08 447.28
Nursery 9.14 1118.98 | 1537.44 331.26 1369.04
Connect-4 2337.62| 156009.3| 26461.28] 1066.64 6036.94
Synthetic-1 142.02 | 15449.58| 6431.48| 1724.96 5211.3
Synthetic-2 300.96 | 24447.2 | 10413.66| 1651.6 4718.98
Synthetic-3 203.82 | 17672.84| 9261.86| 1613.36 5619.82
Census-Income| 4221.4 | 201489.4| 89608.4 31587.2 25631.8
ForestCovertype| 2071.36| 126518.76 141812.4| 70638.92 | 100677.42
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Table4.11: Runningtimes(seconds)onlinealgorithms(with neuralnetworks—oneupdate
perexample)

Dataset Online Online Online | PrimedOnline
NeuralNet | Bagging | Boosting Boosting
Promoters 0.02 32.42 26.62 64.46
Balance 0.02 1.48 2.46 0.28
BreastCancer 0.06 0.94 0.9 0.68
GermanCredit 0.74 7.98 11.4 2.24
CarEvaluation 0.1 3.92 3.88 10.62
Chess 0.38 20.86 19.1 44 .52
Mushroom 1.2 129.18 60.46 152.2
Nursery 1.54 140.02 87.96 297.46
Connect-4 356.12 | 28851.42| 33084.5 2837
Synthetic-1 17.38 2908.48 | 4018.94 640.34
Synthetic-2 17.74 3467.9 | 4738.6 559.4
Synthetic-3 24.12 2509.6 | 1716.38 509.76
Census-Income 249 23765.8 | 16843.8 10551
ForestCovertype| 635.48 | 17150.24| 20662.78 965.26

Table4.12: Runningtimes(seconds)onlinealgorithms(with neuralnetworks—terupdates

perexample)

Dataset Online Online Online PrimedOnline
NeuralNet | Bagging Boosting Boosting
Promoters 2.34 334.56 83.18 183.82
Balance 0.14 11.7 4.18 0.4
BreastCancer 0.18 6.58 2.28 1.08
GermanCredit 0.68 63.5 23.76 5.18
CarEvaluation 0.46 36.82 9.2 15.74
Chess 1.92 159.8 32.42 62.88
Mushroom 6.64 657.48 53.28 171.36
Nursery 9.22 1004.8 160.18 493.46
Connect-4 1133.78 | 105035.76 58277.4898 6760.76
Synthetic-1 149.34 16056.14| 8805.58 1556.38
Synthetic-2 124.22 13327.66| 5643.82 1272.32
Synthetic-3 117.54 12469.1 1651.5 832.88
Census-Income| 1405.6 131135.2 52362 11009.6
ForestCovertype| 805.04 73901.86| 74662.66 4164.6
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hand,with decisiontrees(Table4.7) anddecisionstumps(Table4.9),therunningtimesof
batchandonline boostingare not consistentelative to eachother In thosecaseswvhere
batchboostinggenerates smallnumberof basemodels,batchboostingrunsfaster Oth-
erwise,onlineboostings advantageof fewer passeshroughthe datasetiemonstrategself
with aloweraveragerunningtime thanbatchboosting.For example with decisionstumps,
online boostingis considerablyffasterthanbatchboostingon the Censudncomedatasets,
but the oppositeis true on the ForestCovertypedataset.On the Censudncomedataset,
all therunsof batchboostinggeneratedhe full 100 basemodelsjust lik e online boosting
alwaysdoes;therefore online boostings advantageof fewer passeshroughthe dataseis
demonstratedHowever, on the ForestCovertypedatasetthe boostingrunsgeneratecn
averageof only 2.76 basemodels,giving it a significantrunningtime advantageover on-
line boosting.Primedonline boostingappearso have the bestof both worlds, generating
fewer basemodelswherepossibleandpassinghroughthe datasefewertimes. Continuing
with the sameexample,whereagrimedonline boostingwith decisionstumpsgenerated
an averageof 97 basemodelson the Censudncomedatasetjt generateanly 2.68 base
modelsonthe ForestCovertypedatasetgiving usbatchboostings advantageof generating
fewer basemodels.

4.6.5 Online Dataset

Table4.13shows the resultsof runningall of our algorithmson the CalendarAPpren-
tice (CAP) datasetMitchell etal., 1994)describedn thepreviouschapter Theaccuracies
of all the algorithmsexceptprimed online boostingare measuredver all 1790appoint-
mentsin the datasetwherethe accurag on the th appointments measuredisingthe
hypothesisonstructedver the previous examples.The accurag of primedonline
boostingis measureaverthelast80% of the data—nothefirst 20%which wasprocessed
in batchmode. Onceagain,our algorithmsperformbestwith decisiontree basemodels,
whichis consistentith thechoiceof learningalgorithmin the CAP project. Primedonline
boostingachieredlargeimprovementsover onlineboostingwith decisiontreesfor predict-
ing the day of the weekbut especiallyfor predictingthe meetingduration. Priming also
greatlyhelpedwith Naive Bayesbasemodelsfor predictingthe day of the week. Justas
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with online bagging,our online boostingalgorithm hasthe advantageover the previous
method(Mitchell etal., 1994)of not having to selectjust theright window of pasttraining
examplego train with andthrow away the resultsof pastlearning.

4.7 Summary

In this chaptey we discussedereral boostingalgorithmsincluding AdaBoost,which
is the latestboostingalgorithmin commonuse. We discussedhe conditionsunderwhich
boostingtendsto work well relative to singlemodels.We thenderivedanonlineversionof
AdaBoost. We provedthe cornvergenceof the ensemblegeneratedy the online boosting
algorithmto that of batchboostingfor Naive Bayesclassifiers.We experimentallycom-
paredthe two algorithmsusing several basemodeltypeson several “batch” datasetof
varioussizesandillustratedthe performanceof online boostingin a calendarscheduling
domain—adomainin which datais generateadontinually We shovedthatonlineboosting
andespeciallyprimedonline boostingoftenyield combinationf goodclassificatiorper
formanceandlow runningtimes,which make thempracticalalgorithmsfor usewith large

datasets.



Table4.13: Resultg(fractioncorrect)on CalendarApprenticeDataset

DecisionTrees

Single | Online | Online Primed
Tamget Model | Bagging| Boosting| Online Boosting
Day 0.5101| 0.5536 | 0.5123 0.5608
Duration 0.6905| 0.7453 | 0.6436 0.7781
Naive Bayes
Single| Online | Online Primed
Target Model | Bagging| Boosting| Online Boosting
Day 0.4520| 0.3777 | 0.4665 0.5733
Duration 0.1508| 0.1335| 0.1626 0.1899
DecisionStumps
Single| Online | Online Primed
Tamget Model | Bagging| Boosting| Online Boosting
Day 0.1927| 0.1994 | 0.1950 0.1899
Duration 0.2626| 0.2553 | 0.1637 0.1750
NeuralNetworks (one
updateperexample)
Single| Online | Online Primed
Target Model | Bagging| Boosting| Online Boosting
Day 0.3899| 0.2972 | 0.2603 0.3736
Duration 0.5106| 0.4615 | 0.4369 0.5433
NeuralNetworks (ten
updategperexample)
Single | Online | Online Primed
Tamget Model | Bagging| Boosting| Online Boosting
Day 0.4028| 0.4380 | 0.3575 0.3272
Duration 0.5196| 0.5240 | 0.5330 0.5070
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Chapter 5

Conclusions

5.1 Contrib utions of this Dissertation

Thetwo primary contributionsof thisthesisareonlineversionsof two of the mostpop-
ularensembldearningalgorithms:baggingandboosting.To produceanonlineversionof
bagging,we hadto devise a way to generatébootstrappedraining setsin anonline man-
ner, i.e., without needingto have the entiretraining setavailableto usat all timestheway
baggingdoes.We provedthatthedistribution over bootstrappedrainingsetsunderouron-
line schemeconvergesto thatof the batchscheme We thenprovedthatthe online bagged
ensembleorvergesto the batchbaggedensemblevhenthe batchbasemodellearningal-
gorithm andits correspondingpnline algorithm are proportionallearningalgorithmsthat
returnbaseclassifierdhatcornvergetowardeachotherasthetrainingsetgrows. We demon-
stratedthis cornvergencethroughsomeexperimentswith threebasemodelsthat satisfythe
conditionof proportionality(decisiontrees,decisionstumps Naive Bayesclassifiers) We
alsoexperimentedvith neuralnetworks,which do not satisfythis conditionandfor which
learningis lossy We saw thatthelossexperiencedy theonlinebasemodellearningalgo-
rithm leadsto lossin onlinebagging.However, we obsenedthat,for somelargerdatasets,
this losswasratherlow andmay; in fact, be acceptableyiven the lower runningtime of
onlinebaggingrelative to batchbaggingwith neuralnetworks.

The runningtimesof batchandonline baggingwith the otherbasemodelswereseen
to be closeto oneanother However, the mainrunningtime advantageof our onlinealgo-
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rithms and of online algorithmsin generalrelative to batchalgorithmsis in situationsin

which datais arriving continuously In thesesituations,batchalgorithmswould have to

be rerunusingthe entire previously-usedraining setplusthe nenv exampleswhile online
algorithmscould simply performincrementalipdatesisingthe newv exampleswithout ex-

aminingthe previously-learneddata. Clearly, incrementaupdatingwould be muchfaster
thanrerunninga batchalgorithmon all the dataseernsofar, andmayevenbetheonly pos-
sibility if all thedataseensofarcannotbestoredor if we needto performonlineprediction
and updatingin real time or, at least,very quickly. We experimentedwith a domainof

this type—thecalendarschedulingdomain. Using online bagging,we wereableto obtain
improved accurayg over single decisiontreeswhich have beenusedin the past,andwe

wereableto do this throughstraightforward online learningwithout having to explicitly

forgetpastexamplesor usetrial anderrorto choosenindows of pastexampleswith which

to train.

We thendevisedan online versionof AdaBoost,which is a batchboostingalgorithm.
We did this by first notingthatbatchboostinggeneratethefirst basemodelusingthesame
distributionoverthetrainingsetusedn bagging but thencalculatesnew distributionover
thetrainingsetbaseddntheperformancef thefirst basemodelanduseghis new distribu-
tion to createa secondoasemodel. This procesof calculatingnew distributionsover the
training setandusingthemto generateadditionalbasemodelsis repeatedcasdesired.We
devisedanonline boostingalgorithmthatgenerateshefirst basemodelusingthetraining
setdistribution usedby online bagging,andthencalculatesa new distributionin amanner
muchlik e thatusedin batchboosting.We explainedwhy online boostingperformsdiffer-
ently from batchboostingevenwhenonline boostingis ableto usea losslesonline algo-
rithm to generatets basemodels.However, we provedthat,for Naive Bayesbasemodels,
the online boostedensembleornvergesto thatgeneratedby batchboosting.We presented
experimentshaving thatwhenwe hadlossles®nlinealgorithmsto createthebasemodels
(decisiontrees,decisionstumps,andNaive Bayesclassifiers)the performancesf online
boostingwerenot far off from batchboosting. However, with a lossyonline basemodel
learningalgorithm (neuralnetworks), online boostingsometimesexperiencedsubstantial
loss.We deviseda versionof onlineboostingthatprimestheensembldy trainingin batch
modeusingsomeinitial partof thetrainingsetandthenupdateghatensembl@nlineusing
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theremainderof the training set. This algorithmperformedbetterthanthe original online
boostingalgorithmandalsoran fasterin mostcases.We obsened the runningtimes of
all the algorithmsthatwe experimentedvith andnotedthe situationsunderwhich online
boostingranfasterthanbatchboostingandvice versa.We experimentedvith the calendar
schedulingdomainand obtainedeven more improvementrelative to decisiontreesusing
our onlineboostingalgorithmswith decisiontreesthanwe did with onlinebagging.

5.2 FutureWork

Many of the currentactive areasof researchrelatedto batchensembldearningalso
applyto online ensembldearning. Oneareaof researchs usingadditionaltypesof base
modelssuchas radial basisfunction networks. This is hecessaryn order for ensemble
learningmethodgo be usedin a greatervariety of problemdomainswhereothertypesof
modelsareconsideredgtandard Experimentahndtheoreticaresultswith agreatewariety
of ensemblanethodsandbasemodelsshouldalsoenableusto betterdescribethe precise
conditionsunderwhich ensemblanethodswvork well.

Most ensemblanethods,including baggingand boosting,usesomemethodto bring
aboutdifferencesn the training setsusedto generatethe basemodelsin the hopethat
thesedifferencesareenoughto yield diversityin the pool of basemodels.A very different
approachis usedby Merz (1998, 1999)—in this approachgiven a setof basemodels,
a combining schemebasedon Principal ComponentAnalysis (PCA) (Jolliffe, 1986) is
usedto try to achieve the bestperformancehat canbe achiezed from that setof models.
This methodreduceghe weightsof basemodelsthatareredundanteventhoughthey may
performwell andincreaseshe weightsof basemodelsthat, in spite of their poor overall
performanceperformwell on certainpartsof the input spacewhere other basemodels
performpoorly. An onlineversionof this methodwould bevery useful.

Boostingis known to performpoorly whenthereis noisy databecausdoostingtends
to increasethe weights of noisy examplestoo much at the expenseof lessnoisy data.
Correctingthisis anactive areaof researclwithin the boostingcommunity However, this
problemcanalsobe seenasa benefit,in thatboostingcanbe usedto detectoutliers,which
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is animportanttaskin mary problemdomains.Boostinghasnotbeenusedfor this purpose
sofar.

In this dissertationye have mostly usedour onlineensemblelgorithmsto learnstatic
datasets,e.,thosewhich do nothave ary temporalorderingamongthetrainingexamples.
As explainedin Chapterl, this is animportantareaof applicationbecaus®nline learning
algorithmsareoftentheonly practicalway to learnvery large batchdatasetsHowever, on-
line learningalgorithmsareespeciallyimportantfor time seriesdata. Somework hasbeen
doneon applyingbatchboostingto time seriesclassificationDiez & Gonzalez2000)and
regression(Avnimelech& Intrator, 1998). Thework ontime seriesclassificatiorassumes
thateachtraining exampleis a time seriesexampleof oneclass. Thereareotherpossible
time seriesclassificationproblems. For example,theremay be just onetime seriesfrom
somecontinuouslyrunningsystem(e.g.,a factorymachineor airplane)andonemaywant
to determinewhich of severalmodesthe systemis in at eachpointin time. Our onlineen-
semblealgorithmsor variantsof themshouldbe especiallyusefulfor this type of problem.
Similarto whatwe discussedh thelastparagraphwe mightbeableto useonlineboosting
to detectoutlierswithin a time serieswhetherthe problemis time seriesclassificationor
regression. Much datamining researchis concernedwvith finding methodsapplicableto
theincreasingvariety of typesof dataavailable—timeseries,spatial, multimedia,world-
wide web logs, etc. Using online learningalgorithms—nbothsingle-modeland ensemble
methods—orthesedifferenttypesof datais animportantareaof work.

Whenapplyingalearningalgorithmto alarge datasetthe computationaintensveness
of the algorithmbecomesmportant. In this dissertationwe examinedthe runningtimes
of our algorithmsandfound thatthey are quite practical. However, we shouldbe ableto
do even better Batchandonline baggingtrain eachof their basemodelsindependently;
therefore they both canbe executedon a parallelcomputey which would make themap-
proximatelyasfastasthebasemodellearningalgorithm.Batchboostingproducests base
modelsin sequencethereforejt clearly cannotbe parallelized.However, online boosting
canbeparallelized.In particular onecansetup onebasemodellearningalgorithmoneach
availableprocessqrandhave eachbasemodel’s processoreceve anexampleandweight
from the previous basemodel’s processqrupdateits own basemodel,andthenpassthat
exampleand new weight to the next basemodel’s processar The currentbasemodel’s
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processomwould thenbe immediatelyreadyto receve the next training example. In our
experimentswith primedonline boosting,we primedusingthe lesserof the first 20% of
thetraining setor thefirst 10000training examples.A versionof primedonline boosting
that canadaptto the available hardware andeven adaptto the currentprocessofoad and
availablememorywould be useful.

This dissertatiorprovides a steppingstoneto usingensembldearningalgorithmson
large datasetsWe hopethatthis researclstimulatesothersto work on theideasdiscussed
in this chapterandcomeup with new ideasto make ensembldearningalgorithmsmore
practicalfor moderndatamining problems.
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